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Executive Summary

This technical report presents comprehensive psychometric validation results for the
Components of an Equitable Assessment System (CEAS) student and teacher surveys.
The pilot study involved 5,166 students and 361 teachers from four Michigan school
districts, examining four core constructs: Foundations for Learning, Quality Assessment,
Purposeful Assessment, and Empowering Assessment.

Key Findings:

All four scales demonstrated strong internal consistency reliability for students
(Cronbach's a = 0.83-0.88, Ordinal a = 0.87-0.90) and teachers (Cronbach's a =
0.86-0.88, Ordinal a = 0.90-0.92), exceeding traditional thresholds.

Confirmatory factor analyses (CFA) supported unidimensional structures for all
scales. Student scales showed good-to-excellent fit (CFI = 0.935). The
Empowering Assessment scale demonstrated the strongest psychometric
properties. The teacher survey also showed good fit (CFl = 0.964, TLI = 0.953),
with elevated RMSEA on two scales attributable to sample size and within-scale
local dependencies rather than model misspecification.

Higher-order factor analysis provided strong evidence for a single overarching
'Equitable Assessment Systems' construct. All four first-order factors showed
very strong loadings (0.876-0.983) onto the second-order Equitable Assessment
factor. Results were replicated in the teacher survey.

Bifactor analysis revealed that the general Equitable Assessment factor accounts
for the vast majority of reliable variance in the instrument (wH = .943), with
individual subscales contributing limited unique variance beyond the total score.
This reflects the strong conceptual coherence of the instrument. When all four
scales are administered together, the total Equitable Assessment score is the
most reliable and informative metric. When districts administer fewer than all four
scales, each scale functions well independently.

Measurement invariance was established across student and teacher
respondents for all scales and the higher-order model, supporting meaningful
Cross-group comparisons.

Item analyses flagged two items on the student survey for minor review: ltem 1
(Foundations, low item-rest correlation r = 0.340) and Item 30 (Purposeful
Assessment, borderline item-rest correlation r = 0.369). Both items are
recommended for retention with minor wording review. In addition, Item 1 on the
teacher survey warranted review due to high endorsement rates compressing
variance, though it was retained.

Systematic perception differences emerged: Teachers rated assessment
practices more favorably than students across most items, with the largest gaps
on Foundations items (e.g., Item 4: student M=2.74, teacher M=3.38).



These findings support using the CEAS surveys for their intended aggregate-level
diagnostic purpose. The surveys demonstrate strong psychometric quality for informing
district improvement efforts. At the time of this publication, MAC is working on

recommended item review and potential minor refinements before broader
dissemination.



1. Introduction

1.1 Background

The Michigan Assessment Consortium (MAC) developed the Components of an
Equitable Assessment System (CEAS) student and teacher surveys to support districts
in evaluating and improving their assessment systems. These surveys operationalize
MAC's theory of action for equitable assessment, which posits that when all
components of an assessment system work together effectively, they create conditions
sufficient for 21st century learning environments.

The CEAS framework recognizes that assessment equity requires attention to multiple,
interconnected dimensions of student experience. The framework identifies four core
constructs that collectively define equitable assessment systems, but also represent a
progression from foundational conditions through assessment quality and purpose,
culminating in student empowerment:

e Foundations for Learning establishes prerequisite conditions including high
expectations for all students, adequate opportunity to learn, and quality
instruction. These foundational elements create the context within which
equitable assessment can occur.

¢ Quality Assessment focuses on the technical adequacy of assessments
themselves, including alignment to learning targets, use of varied assessment
methods, accurate measurement, and skilled educator implementation.

e Purposeful Assessment emphasizes authentic, meaningful assessment
experiences that connect to real-world applications, allow students to draw on
their cultural and community knowledge, and address socially conscious themes.

e Empowering Assessment centers student agency through self-reflection, peer
collaboration, attention to social-emotional needs, and use of assessment as a
tool for learning rather than only evaluation.

Each construct encompasses multiple subcomponents that reflect specific assessment
practices. For example, Quality Assessment includes subcomponents related to
assessment quality itself, skilled educators who implement assessments effectively, and
differentiated approaches that provide students with options. This hierarchical structure,
from broad constructs to specific practices, enables districts to diagnose systemic
issues while identifying concrete areas for improvement.

1.2 Purposes of the Survey

The CEAS surveys serve three primary purposes within MAC's broader improvement
framework. First, they provide diagnostic information about which components of
equitable assessment systems are present in participating schools and districts. By
measuring student and teacher perceptions across all four constructs, the surveys



illuminate both strengths and gaps in current practice. This diagnostic function enables
data-informed decision-making about where to focus improvement efforts.

Second, the surveys support progress monitoring as schools implement changes to
their assessment systems. The design allows districts to administer specific construct
sections periodically (e.g., every six months) to track improvements over time and
identify areas requiring mid-course corrections. This formative use aligns with
continuous improvement frameworks that emphasize iterative refinement based on
evidence.

Third, the surveys facilitate identification and dissemination of exemplar practices. By
highlighting districts that have successfully enacted specific components of equitable
assessment systems, MAC can create authentic models that other districts can study
and adapt. This knowledge-sharing function leverages the collective wisdom of the field
to accelerate improvement within and across districts.

Critically, the surveys are designed for aggregate-level use (classroom, school, or
district) rather than individual evaluation. This design choice reflects the understanding
that equitable assessment systems emerge from collective practices and require
systemic rather than individual intervention. Individual student or teacher responses
should not be analyzed separately or used for evaluative purposes.

1.3 Survey Design

The CEAS survey system consists of parallel student and teacher surveys, each
containing 40 items organized into four 10-item scales. The parallel design enables
comparison of student and teacher perceptions regarding identical assessment system
components. Each item uses a 4-point Likert response scale: 1 = Strongly Disagree, 2 =
Disagree, 3 = Agree, 4 = Strongly Agree. The forced-choice format (no neutral midpoint)
requires respondents to indicate directional agreement, reducing central tendency bias.

Item wording differs systematically between versions to maintain age-appropriate
language while measuring identical constructs. Student items use first-person language
('Teachers help me improve my work based on my own reflections on it'), while teacher
items use third-person language (‘Teachers help students improve their work based on
students' own reflections on it').

Within each 10-item scale, items map to 2-3 subcomponents representing specific
facets of the construct. Table 1 presents the complete structure. This structure allows
for analysis at multiple levels: individual items, subcomponent groupings, scale scores,
or an overall composite. The hierarchical design provides flexibility for districts to
analyze results at the grain size most useful for their improvement planning.



Table 1
CEAS Survey Structure: Constructs, Subcomponents, and Item Counts

Construct Subcomponents

Foundations for Learning  High Expectations 10
Opportunity to Learn
Quality Instruction

Quality Assessment Quality Assessment 10
Skilled Educators
Differentiated Practices

Purposeful Assessment Authentic/Deeper Learning 10
Socially-Conscious Practices
Collaborative Assessment

Empowering Assessment  Reflective Peer & Self Assessment 10
Whole Child Focus
Student-Driven/Centered Practices

Total 12 subcomponents 40

1.4 Intended Population

The CEAS surveys target elementary, middle, and high school students (grades 3-12)
and their teachers.

Teachers eligible to respond include any educators directly involved in classroom
instruction and assessment. This includes core content teachers, specials/electives
teachers, and intervention specialists. The broad definition recognizes that assessment
experiences span all classroom contexts and that equitable assessment systems
require coherence across all instructional settings. Teachers were asked to respond on
behalf of what they know about teachers at their school, not on their particular
classrooms or teaching practices.

1.5 Intended Use and Purpose of Survey Results

Survey results inform school and district decision-making regarding assessment system
improvement through a structured process. MAC's theory of action specifies that
districts should first review aggregate results with stakeholders (educators and
students) to develop shared understanding of current strengths and opportunities. This
collaborative sense-making ensures that improvement efforts address genuine needs
and build on existing assets.



Following this review, districts identify one construct (of the four) as an initial focus area.
Rather than attempting to address all components simultaneously, the theory of action
recommends concentrated effort on a targeted subset of practices. Districts then design
and implement specific changes aligned to their focus construct, using the relevant
survey section to monitor progress through periodic re-administration (e.g., every 6
months).

Results should be triangulated with additional evidence sources including assessment
artifact reviews, classroom observations, and structured conversations with students
and educators. The surveys provide valuable perception data but are most powerful
when combined with direct evidence of assessment practices and student work. This
multi-method approach guards against misinterpretation and ensures improvement
efforts address actual practice gaps rather than perception gaps alone.

Critically, the surveys must not be used for high-stakes accountability, teacher
evaluation, or student grading. These misuses would undermine response validity by
creating incentives for socially desirable responding rather than honest feedback. The
formative, improvement-focused purpose requires psychological safety where
respondents can identify areas needing growth without fear of punitive consequences.

1.6 Purpose of the Psychometric Validation Study

This validation study establishes the measurement quality of the CEAS surveys prior to
broader implementation. The study addresses fundamental psychometric questions
about item functioning, scale reliability, factor structure, and measurement equivalence.
These technical properties determine whether the surveys can validly support their
intended uses.

Specific research questions included:
1. Do survey items demonstrate adequate psychometric properties (appropriate

distributions, sufficient discrimination, acceptable item-rest correlations)?

2. Do the four scales exhibit sufficient internal consistency reliability (Cronbach's a
= 0.80) for both student and teacher respondents?

3. Does evidence support unidimensionality within each scale, justifying the
calculation and interpretation of scale-level scores?

4. Do the four scales load onto a single higher-order factor representing the
overarching 'Equitable Assessment Systems' construct?

5. Is the student survey measurement invariant across grade spans, supporting
valid between-grade span comparisons

6. Are the surveys measurement invariant across student and teacher respondents,
supporting valid between-group comparisons?

7. What systematic differences exist between student and teacher perceptions of
assessment practices?

10



The pilot administration involved four Michigan school districts that volunteered based
on interest in assessment improvement. This volunteer sample provided sufficient
variability in assessment practices to examine survey functioning while maintaining
ecological validity through real-world implementation conditions.

11



2. Pilot Study Design and Sample

2.1 Participating Districts

Four Michigan school districts participated in the pilot administration during the 2025-
2026 academic year: Center Line Public Schools, Farmington Public Schools, Lapeer
Community Schools, and Wayne-Westland Community Schools. Districts were recruited
through Michigan Assessment Consortium networks and volunteered based on interest
in improving assessment systems. The sample represents diverse contexts including
suburban and rural settings with varying demographic compositions, including socio-
economic status and ethnic/racial diversity.

Districts selected which survey constructs to administer based on their improvement
priorities, resulting in a flexible design. Two districts (Center Line and Wayne-Westland)
administered all four constructs, while Farmington administered two constructs (Quality
Assessment and Empowering Assessment) and Lapeer administered two constructs
(Foundations and Quality Assessment). Table 2 summarizes the design.

Table 2
Participating Districts and Survey Constructs Administered

District Survey Constructs Administered

Center Line Public Schools Foundations, Quality Assessment, Purposeful
Assessment, Empowering Assessment

Farmington Public Schools Quality Assessment, Empowering Assessment
Lapeer Community Schools Foundations, Quality Assessment

Wayne-Westland Community  Foundations, Quality Assessment, Purposeful
Schools Assessment, Empowering Assessment

This design produced varying sample sizes across constructs, with larger samples for
Empowering Assessment (N=4,645 students; N=294 teachers) and Quality Assessment
(N=5,166 students; N=361 teachers) due to more districts administering these sections.
The flexibility allowed districts to focus on areas most relevant to their improvement
needs while still providing adequate samples for psychometric evaluation.

2.2 Student Sample

Student sample sizes varied by construct based on district participation patterns. Table
3 presents detailed sample information by district and construct. Total student
respondents ranged from 3,382 (Purposeful Assessment) to 5,166 (Quality
Assessment).

12



Table 3
Student Sample Sizes by District and Construct

District Foundatio | Quality Purposeful Empoweri Complete
ns ng

Center Line 930 930 930 930 930
Farmington -- 1,263 -- 1,263 --
Lapeer 521 521 -- -- --
Wayne- 2,452 2,452 2,452 2,452 2,452
Westland
Total Sample 3,903 5,166 3,382 4,645 3,382
Complete 3,681 4,775 2,977 4,140 2,921
(94%) (92%) (88%) (89%) (86%)

Note. Complete column represents students with responses across all four constructs.
Complete row represents the number of students with responses to that subscale
across all districts.

2.2.1 Completion Rates

A review of the data revealed that no students exhibited partially completed scales. That
is, when students began a scale, they either completed all 10 items on that scale or did
not respond to any items. These were essentially blank records with unique student ID
tags. Therefore, the completion rates indicate the percentage of students with records in
the dataset that had a complete set of responses (i.e. not blank). The Total Sample row
in Table 3 shows the total number of records across districts, and the Complete row
shows the number of cases with complete data for that scale (and the percentage of
cases with complete data).

2.2.2 Detection of Aberrant and Careless Responses

Data quality screening was conducted following recommended practices for identifying
careless or insufficient effort responding in survey data (Meade & Craig, 2012; Ward &
Meade, 2023). Indices included intra-individual response variability (IRV; the standard
deviation of each respondent's item responses), longstring analysis (the maximum
number of consecutive identical responses), and inspection of within-scale response
invariability. Of the 4,913 students who completed at least one scale, 224 (4.6%)
exhibited complete response invariance — selecting the same response option for
every item answered. An additional subset of respondents showed elevated longstring
patterns within individual scales, though interpretation of within-scale straight-lining was
constrained by the brevity of the scales (10 items each) and the 4-point response

13



format, both of which increase the base rate of consecutive identical responses among
attentive respondents (Meade & Craig, 2012).

It is important to note that the survey content itself may contribute to legitimate low-
variability response patterns. The items assess student perceptions of assessment
quality and classroom support (e.g., "Adults work hard to make sure that all students are
learning," "Students are given feedback from teachers so we can improve"), and the
scales are composed of conceptually similar, positively worded items within each
construct. A student who holds a generally favorable view of their school's assessment
practices could reasonably endorse the same response across most or all items within a
scale without this reflecting inattention. This pattern is well-documented in attitudinal
surveys with homogeneous item content and acquiescence-prone response formats
(Krosnick, 1999). Given these content characteristics, the low-stakes nature of the
survey administration, and the relatively small proportion of clearly invariant cases
falling below established thresholds for biasing analytic results (Huang et al., 2012), all
respondents were retained for analysis. While robustness analyses demonstrate
negligible differences in results when excluding these cases, we retained them in the
analyses to ensure that we did not lose cases in analyses with small frequencies."
Readers should consider these data quality characteristics when interpreting results.

2.2.3 Data Cleaning and Missing Data Handling

Data cleaning focused on incomplete responses. This pattern simplified missing data
handling and supported complete-case analysis. For single-scale analyses (item
analysis, reliability, factor analysis within one scale), only students completing all items
within that scale were included. For higher-order analyses examining relationships
among all four scales, only students with complete data across all 40 items were
included (N=2,921).

2.3 Teacher Sample

Teacher sample sizes paralleled student sampling patterns, with the same districts
administering the same constructs. Table 4 presents teacher sample information. Total
teacher respondents ranged from 258 (Purposeful Assessment) to 361 (Quality
Assessment).

Table 4
Teacher Sample Sizes by District and Construct

T A sensitivity analysis refitting the four competing CFA models after excluding the 104 completely
invariant complete-case respondents (N = 2,817 vs. 2,921) yielded negligible change in fit (ACFI < .007,
ARMSEA = .003), an unchanged model ranking, and identical nested-comparison conclusions (Cheung &
Rensvold, 2002; Chen, 2007).

14



District Foundatlo Quality Purposeful Complete

Center Line

Farmington -- 36 -- 36 --
Lapeer 67 67 -- -- --
Wayne- 179 179 179 179 179
Westland

Total Sample 325 361 258 294 258
Complete 314 340 242 272 239

(97%) (94%) (94%) (93%) (93%)
Note. Complete column represents teachers with responses across all four constructs.

Complete row represents the number of teachers with responses to that subscale
across all districts.

2.3.1 Completion Rates

Similar to the student survey data, a review of the teacher survey data revealed that no
teachers exhibited partially completed scales. There were relatively fewer empty cases
in the teacher data, compared to the student data.

2.3.2 Detection of Aberrant and Careless Responses

A procedure identical to the student survey was performed to screen for aberrant and
careless responses in the teacher survey data. Of the 349 teachers who completed at
least one scale, 14 (4.0%) exhibited complete response invariance. Among these 14
teachers, half selected "Agree" and half selected "Strongly agree" for every item
answered. These response patterns are substantively plausible. The same limitations
on interpretation of straight-lining noted for the student data apply here: 10-item scales
with a 4-point response format produce high base rates of within-scale consecutive
identical responses even among attentive respondents. This is even more likely among
teachers, who are reporting on behaviors they themselves enact (e.g., "Teachers use
assessments that require students to explain their thinking," "Teachers provide
feedback on student work to help improve learning") and may hold consistently
favorable views of their own practice. With only 4.0% of analyzed teachers showing
complete invariance, well below the threshold at which careless responding typically
biases analytic results (Huang et al., 2012), all teacher respondents were retained for
analysis.

2.3.3 Data Cleaning and Missing Data Handling

Teacher data cleaning followed identical procedures as with student data. Teachers
either completed all items within a scale or did not respond to any items, simplifying

15



missing data handling. For higher-order factor analyses, only the 239 teachers providing
complete data across all four constructs were included.

16



3. Psychometric Analyses for Student Survey

3.1 Overview

This section presents comprehensive psychometric analyses of student survey
responses. Analyses proceed hierarchically from item-level statistics through scale-level
reliability and factor structure, culminating in higher-order factor analysis. All analyses
used R with the psych, lavaan, and semTools packages (Revelle, 2023; Rosseel, 2012;
Jorgensen et al., 2022).

The analytic approach recognizes that Likert data are ordinal rather than continuous
(Boone & Boone, 2012). For factor analyses, polychoric correlations were computed to
appropriately model ordered categorical responses (Holgado-Tello et al., 2010).
Exploratory factor analyses (EFA) used maximum likelihood estimation with polychoric
correlations. Confirmatory factor analyses (CFA) employed the robust Weighted Least
Squares Mean and Variance adjusted (WLSMV) estimator, which is specifically
designed for ordinal data (Finney & DiStefano, 2013; Li, 2016). Both Cronbach's alpha
and ordinal alpha are reported for reliability, with ordinal alpha providing the more
appropriate estimate for Likert data as it is based on the polychoric correlation matrix
rather than the Pearson covariance matrix (Gadermann, Guhn, & Zumbo, 2012; Zumbo,
Gadermann, & Zeisser, 2007).

3.2 ltem Analyses

3.2.1 Methods
Item analyses examined distributional properties and item-scale relationships for all 40

items. For each item, we calculated:
(1) mean and standard deviation,

(2) response distribution across the four categories,

(3) corrected item-rest correlation (correlation of the item with the sum of remaining
scale items), and

(4) alpha-if-item-deleted (scale reliability if the item were removed).

Item-rest correlations quantify how well an item discriminates among respondents with
different standing on the construct. Values above 0.30 are generally acceptable, values
above 0.40 are good, and values above 0.50 are excellent (Nunnally & Bernstein,
1994). The alpha-if-item-deleted statistic identifies whether removing an item would
improve internal consistency, suggesting the item measures something different from
the rest of the scale.

17



ltems were flagged for potential revision if they exhibited floor or ceiling effects (>80%
selecting one category), very low discrimination (item-rest correlation < 0.30), or would
substantially improve reliability if deleted.

3.2.2 Results

Table 5 summarizes item analysis results across the four scales. Overall, items
demonstrated strong psychometric properties. ltem means ranged from 2.39 to 3.14,
indicating students generally agreed with assessment practice statements while
showing adequate variability. All scales showed appropriate dispersion without extreme
floor or ceiling effects.

Table 5
Item Analysis Summary by Scale (Student Survey)

Item Mean Item-Rest r Flagged
(Min-Max) (Min-Max)

Foundations 3,681 2.70-3.14 0.340 - 0.589 #1
Quality Assessment 4,775 2.39 - 3.11 0.433-0.635 --
Purposeful Assessment 2,977 2.53-3.02 0.369 - 0.636 #30
Empowering Assessment 4,140 2.38-2.93 0.466 - 0.687 --

Item-rest correlations were generally strong, ranging from 0.340 to 0.687 across all
items. Even though they met the criteria for psychometric quality, we did identify two
items for further review based on borderline item-rest correlations:

e Item 1 (Foundations): 'Every student is expected to learn what they are being
taught' had an item-rest correlation of 0.340 and the highest mean (3.14). The
low correlation likely reflects restricted range—most students strongly agreed,
limiting discrimination. If this item were removed the scale, the alpha reliability
would not change. The recommendation was to retain the item because the high
endorsement reflects genuine consensus on this foundational principle.

e Item 30 (Purposeful Assessment): 'Working with other students on an
assignment helps me to better show what | know' had an item-rest correlation of
0.369 (borderline). The mean was 2.93 and the alpha reliability would not be
affected if this item were deleted. The recommendation was to retain the item,
but review the wording and compare it to other collaboration-related items to
ensure distinctiveness.

No other items showed problematic properties. The alpha-if-item-deleted values were
consistently at or below the full-scale alpha for all other items, confirming they contribute
positively to internal consistency. Detailed item statistics for all 40 items appear in
Appendix A.

18



3.3 Reliability Analyses

3.3.1 Methods

Internal consistency reliability was estimated using both Cronbach’s alpha and ordinal
alpha. Cronbach’s alpha treats Likert-type responses as continuous and is based on
Pearson correlations, whereas ordinal alpha is based on polychoric correlations and is
designed for ordered categorical data (Zumbo et al., 2007). Under the assumption that
item responses reflect underlying continuous latent variables, ordinal alpha is generally
preferred and often yields higher estimates than Cronbach’s alpha for Likert-type
scales. Both indices are reported to facilitate comparison with prior literature, which
predominantly relies on Cronbach’s alpha.

The conventional threshold for acceptable reliability is a = 0.70, with a = 0.80 preferred
for scales used in consequential decision-making (Nunnally & Bernstein, 1994). Given
the CEAS surveys' diagnostic purpose informing district improvement efforts, we adopt
the 0.80 threshold as the target.

3.3.2 Results

Table 6 presents reliability estimates for all four student scales. All scales exceeded the
0.80 threshold for both Cronbach's alpha and ordinal alpha, supporting their use for
intended purposes.

Table 6
Internal Consistency Reliability Estimates (Student Survey)

oo N Gronbach'sa_ oramala

Foundations 3,681 0.84 0.87
Quality Assessment 4,775 0.84 0.88
Purposeful Assessment 2,977 0.83 0.87
Empowering Assessment 4,140 0.88 0.90

Note. Ordinal alpha accounts for ordered categorical data.

Cronbach's alpha ranged from 0.83 to 0.88, while ordinal alpha ranged from 0.87 to
0.90. The Empowering Assessment scale showed the strongest internal consistency (a
= 0.88, ordinal a = 0.90), while Purposeful Assessment showed the lowest but still
acceptable consistency (a = 0.83, ordinal a = 0.87).

3.4 Factor Structure Analyses

Factor analysis is a statistical method used to uncover or confirm the latent structure
underlying a set of observed items. We conducted both exploratory factor analysis
(EFA) and confirmatory factor analysis (CFA) for each of the four scales. In the case of
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the CEAS survey analysis, EFA examines whether a single factor adequately explains
item covariation without prespecifying the pattern of item-factor relationships. We also
performed CFAs that test the hypothesized unidimensional structure more rigorously by
specifying that all items load on one factor. Section 3.5 reports on the hierarchical CFA
which tests the four-factor structure.

3.4.1 Exploratory Factor Analysis

3.4.1.1 Methods

Exploratory factor analyses used maximum likelihood estimation with polychoric
correlations, appropriate for ordered categorical data (Holgado-Tello et al., 2010). Each
scale was analyzed independently, extracting one factor. One-factor solutions for each
scale were evaluated using the Cattell scree test, Kaiser-Guttman rule, and parallel
analysis. Model fit was evaluated using the Tucker-Lewis Index (TLI; Tucker & Lewis,
1973) and Root Mean Square Error of Approximation (RMSEA; Steiger & Lind, 1980).
TLI values = .90 indicate acceptable fit and = .95 indicate excellent fit (Hu & Bentler,
1999). RMSEA values < .08 indicate reasonable fit (Browne & Cudeck, 1993) and < .06
indicate good fit (Hu & Bentler, 1999). Factor loadings were interpreted following
Comrey and Lee (1992), where loadings = .45 are considered fair, 2 .55 good, = .63
very good, and = .71 excellent (see also Tabachnick & Fidell, 2013).

3.4.1.2 Results
Table 7 summarizes EFA results for all four student scales. All scales demonstrated
acceptable to excellent fit, with factor loadings supporting unidimensionality.

Table 7
Exploratory Factor Analysis Results (Student Survey)

Foundations 3,681 0.951 0.062 0.44-0.72
Quality 4775 0.877 0.102 0.53-0.76
Assessment
Purposeful 2,977 0.904 0.086 0.44-0.77
Assessment
Empowering 4 140 0.965 0.060 0.54-0.79
Assessment

Note. TLI 20.95 = excellent, 20.90 = acceptable. RMSEA <0.05 = good, <0.08 =
acceptable. All loadings =0.40.

Foundations for Learning showed excellent fit (TLI = 0.951, RMSEA = 0.062). Factor
loadings ranged from 0.44 to 0.72 (M = 0.64), with all items loading acceptably on the
single factor.

20



Quality Assessment showed acceptable fit with borderline fit statistics (TLI = 0.877,
RMSEA = 0.102). The elevated RMSEA suggests some local dependencies among
items, likely reflecting that items 15-17 (Skilled Educators subcomponent) and items 18-
20 (Differentiated Practices subcomponent) show stronger within-subcomponent
correlations. All items loaded acceptably (0.53-0.76, M = 0.65).

Purposeful Assessment demonstrated acceptable fit (TLI = 0.904, RMSEA = 0.086).
Loadings ranged from 0.44 to 0.77 (M = 0.62). ltems 28-30 (Collaboration
subcomponent) showed slightly lower loadings than items focused on Authentic and
Socially-conscious Assessment, consistent with Collaboration representing a somewhat
distinct aspect of purposeful assessment.

Empowering Assessment showed the strongest EFA fit (TLI = 0.965, RMSEA = 0.060).
Loadings ranged from 0.54 to 0.79 (M = 0.70), with six of ten items showing excellent
loadings (20.70). This scale demonstrated the clearest unidimensional structure.

Across all scales, 38 of 40 items (95%) showed loadings =0.50, and all 40 items (100%)
showed loadings 20.40. These results provide strong evidence that each scale
measures a single underlying construct.

3.4.2 Confirmatory Factor Analysis

3.4.2.1 Methods

Confirmatory factor analyses specified that the 10 items within each scale load onto a
single latent factor. The WLSMYV estimator was used, as it is well-suited to ordinal
indicators (Flora & Curran, 2004). Because WLSMV produces a mean- and variance-
adjusted test statistic, model fit was evaluated with the corresponding scaled CFI, TLI,
and RMSEA, together with the SRMR. Scaled rather than robust indices were used
throughout the study to maintain a common criterion across all models, including the
higher-order invariance model, for which the robust corrections were not estimable
(Section 5). Conventional benchmarks served as approximate guides — CFI/TLI = .95
(excellent) or = .90 (acceptable); RMSEA < .05 (good) or < .08 (acceptable); SRMR <
.05 (good) or < .08 (acceptable) (Hu & Bentler, 1999) — with the caveat that these
thresholds were derived under maximum likelihood with continuous data and do not
transfer cleanly to robust-WLS estimation with ordinal indicators, where the indices vary
systematically with model size (Xia & Yang, 2019; Zhao, 2015). They are therefore
interpreted as reference points rather than strict decision rules.

3.4.2.2 Results

Table 8 presents the scaled CFA fit indices for the four student scales. Foundations and
Empowering Assessment fit well across all indices, with CFl and TLI above .95 and
RMSEA in the good-to-acceptable range. Purposeful Assessment and Quality
Assessment fit less well: CFI (.948 and .935) and SRMR (.046 and .056) were
acceptable, but RMSEA (.092 and .105) exceeded the conventional .08 reference point.
For both scales, the high CFl and TLI indicate that the one-factor model fits substantially
better than the independence model, so the elevated RMSEA reflects localized misfit
among item subsets rather than a globally inadequate model. In Quality Assessment,

21



for instance, the accuracy items (11-13) and the choice items (18—-20) form clusters
with higher within-cluster intercorrelations, suggesting that a more differentiated factor
structure operates within the scale. Given that the conventional RMSEA threshold is
only an approximate guide under the WLSMV estimator, the one-factor specification
was retained as an adequate working model for the present analyses; formal modeling
of the more differentiated structure indicated for Quality Assessment is left to
confirmatory analysis in independent samples.

Factor loadings (Appendix B.3 — Tables B8-B11) ranged from .44 to .79 across the four
scales, all statistically significant (p <.001).
Table 8

Confirmatory Factor Analysis Fit Indices (Student Survey)

Foundations 3,681 0.980 0.974 0.056 0.029
Quality 4775 0.935 0.917 0.105 0.056
Assessment
Purposeful 2,977 0.948 0.933 0.092 0.046
Assessment
Empowering 4,140 0.984 0.980 0.061 0.025
Assessment

Note. Indices are scaled (computed from the mean- and variance-adjusted WLSMV
statistic). CFI/TLI = .95 = excellent, = .90 = acceptable; RMSEA/SRMR < .05 = good, <
.08 = acceptable (Hu & Bentler, 1999), interpreted as approximate guides for ordinal
robust-WLS estimation.

3.5 Confirmatory Factor Analysis on Combined Survey Scales

3.5.1 Methods

A higher-order factor analysis examines whether the four first-order constructs
(Foundations, Quality Assessment, Purposeful Assessment, and Empowering
Assessment) load onto a single second-order factor representing the overarching
“‘Equitable Assessment” construct. This hierarchical model posits that a general
assessment factor explains correlations among the four specific dimensions. Evidence
for a second-order factor would support interpreting an overall composite score and
validate the theoretical framework positing these four constructs as integrated
components of a unified system.

Only students with complete data across all 40 items were included (N = 2,921). Model
fit was evaluated using the same criteria as first-order CFAs. Second-order factor
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loadings =0.70 are considered strong, =0.80 very strong, and =0.90 excellent (Kline,
2016).

3.5.2 Results

Table 9 presents higher-order CFA fit indices. The model demonstrated borderline, but
acceptable fit, providing evidence to consider a second-order “Equitable Assessment”
factor. Table 10 presents the second-order factor loadings showing how strongly each
first-order construct relates to the overarching Equitable Assessment factor. All four
first-order factors showed strong to very strong loadings on the second-order Equitable
Assessment factor. Quality Assessment demonstrated the strongest relationship (A =
0.983), followed by Empowering Assessment (A = 0.954), Purposeful Assessment (A =
0.941), and Foundations for Learning (A = 0.876). All loadings were statistically
significant (p < .001) and exceeded the 0.70 threshold for meaningful relationships.

Table 9
Higher-Order CFA Fit Indices (Student Survey)

Model [\ Total X2 CFl TLI RMSEA SRMR
Items
Higher-Order 2,921 40 6952.47 0.930 0.926 0.054 0.041

Note. df = 736, p <.001. Fit indices indicate acceptable model fit for this 40-item model.

Table 10
Second-Order Factor Loadings (Student Survey)

Loading on
First-Order Factor Equitable StIaEndard

rror

Assessment
Foundations for Learning 0.876 0.007
Quality Assessment 0.983 0.003
Purposeful Assessment 0.941 0.004
Empowering Assessment 0.954 0.004

Note. All loadings significant at p <.001. Loadings 20.70 = strong, 20.80 = very strong,
=0.90 = excellent.

The slightly lower loading for Foundations (0.876) makes theoretical sense since
foundational conditions are prerequisite for equitable assessment but less specifically
assessment-focused than the other three constructs. The extremely high loading for
Quality Assessment (0.983) confirms it as a central component of assessment system
quality.
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While these loadings confirm that the first-order factors share substantial variance
attributable to a common construct, the magnitude of these loadings raises questions
about the ability of the scale-level scores to be discriminant of the four-factor structure.
Specifically, the model-implied correlations among first-order factors—computed as the
product of their respective higher-order loadings (Rindskopf & Rose, 1988)—ranged
from .824 to .938, with four exceeding .85. Correlations of this magnitude suggest that
the higher-order factor accounts for the vast majority of reliable variance in the first-
order factors, leaving relatively little variance that is unique to each subscale (Kline,
2016).

3.5.3 Comparison of Additional Structural Models

3.5.3.1 Methods
To investigate the high correlations between first-order factors, four competing structural
models were estimated and compared:

(1) A single-factor model, in which all 40 items loaded on one general factor;

(2) a correlated four-factor model, in which items loaded on their respective subscale
factors and all factors were allowed to freely correlate;

(3) the higher-order model (previously reported in 3.5.2); and

(4) a bifactor model, in which all items loaded simultaneously on a general Equitable
Assessment factor and on their respective group (subscale) factors, with all
factors constrained to be orthogonal.

The bifactor specification is particularly informative because it directly partitions item
variance into general-factor and group-factor components, enabling the computation of
model-based reliability indices that evaluate whether subscale scores carry meaningful
unique variance beyond the total score (Rodriguez, Reise, & Haviland, 2016). All
models were estimated using the WLSMV estimator.

Because the candidate models are not nested, the traditional test (the likelihood-ratio
chi-square difference test) to compare models is not applicable. In addition, because
model parameters were estimated using WLSMV, which does not produce a true
maximume-likelihood fit function, likelihood-based information criteria such as AIC and
BIC are undefined and cannot serve as selection tools (Brown, 2015; Finney &
DiStefano, 2013). Therefore, we perform model comparison descriptively. Competing
specifications are evaluated against established approximate-fit benchmarks—CFI and
TLI = .95, RMSEA < .06, and SRMR =< .08 (Hu & Bentler, 1999)—supplemented by
examination of solution admissibility (e.g., absence of Heywood cases and out-of-
bounds factor correlations) and the substantive interpretability of the resulting factor
structure. The retained model is the one exhibiting the most favorable overall
configuration across these criteria.
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3.5.3.2 Results

As shown in Table 11, the correlated four-factor model fit the data significantly better
than the single-factor model (Ax? = 2643.24, Adf = 4, p <.001; ACFI = .030), confirming
that the four-factor structure captures meaningful dimensionality beyond a single factor.
The latent factor correlations from the correlated four-factor model were uniformly high,
ranging from .796 (Foundations x Purposeful) to .928 (Purposeful x Empowering) (see
Table 12). All six pairwise correlations exceeded .79, and four of six exceeded .90.
Correlations of this magnitude suggest that the four factors are measuring highly
overlapping constructs (Kline, 2016). This is consistent with the findings from the higher-
order factor model.

The higher-order model fit only marginally worse than the correlated four-factor model
(Ax®=415.28, Adf = 2, p <.001; ACFI = .004), reflecting the additional constraints
imposed on the factor intercorrelations. The bifactor model provided the best overall fit
(CFI=.945, TLI = .938, RMSEA = .049, SRMR = .036), with all indices in the
acceptable to good range.

Table 11

Fit Indices Across Competing Models

Model X2 df CFI | TLI | RMSEA 90% ClI SRMR
1. One-Factor 9180.43 740 905 .899 .062 .061-.064 0.046
2. Correlated 4-Factor 6537.19 734 .934 930 .052 .051-.053 0.039
3. Higher-Order 6952.47 736 .930 .926 .054 .053-.055 0.041
4. Bifactor 5602.41 700 .945 .938 .049 .048-.050 0.036

Note. All models estimated with WLSMV. All x? values significant at p <.001. CFl =
Comparative Fit Index; TLI = Tucker-Lewis Index; RMSEA = Root Mean Square Error of
Approximation;, SRMR = Standardized Root Mean Square Residual. N = 2,921.
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Table 12

Latent Factor Correlations (Correlated Four-Factor Model)

Foundations Quality Purposeful

Foundations —

Quality .909 —
Purposeful .796 905 —
Empowering .816 923 928 —

3.5.3.2 Bifactor Model Results and Score Utility Indices

In the bifactor model all 40 items loaded on a general Equitable Assessment factor, with
standardized loadings ranging from .39 to .76. ltems also loaded on their respective
group factors (Foundations, Quality Assessment, Purposeful Assessment, and
Empowering Assessment), though many group-factor loadings were small,
nonsignificant, or negative. Specifically, three items (E34, P22, and P30) had
nonsignificant group-factor loadings, and several items in the Quality and Purposeful
factors showed negative loadings on their group factor (e.g., Q18, Q19, Q20, P28, P29),
indicating that after accounting for the general factor, these items contributed
negligibly—or inconsistently—to their respective subscales.

To evaluate the utility of total and subscale scores, several bifactor-derived indices were
computed following the recommendations of Rodriguez, Reise, and Haviland (2016).
These are presented in Table 13. Omega-hierarchical for the total score (wH = .943)
indicated that 94.3% of the reliable variance in a unit-weighted total composite was
attributable to the general Equitable Assessment factor. This value substantially
exceeds the .75-.80 threshold recommended by Reise, Bonifay, and Haviland (2013),
confirming that the total score is an excellent measure of the intended general
construct.

Omega-hierarchical-subscale (wxs) values, which index the unique reliable variance in
each scale after accounting for the general factor, were uniformly low. Only Foundations
(.205) exceeded the .20 threshold that Reise et al. (2013) suggested as a bare
minimum for scale interpretability, and even this value was marginal. Quality
Assessment (wxs = .007), Purposeful Assessment (whs = .021), and Empowering
Assessment (wHs = .080) fell well below this threshold, indicating that these scales carry
negligible unique reliable variance beyond what the total score already captures.

26



Table 13

Bifactor-Derived Reliability and Dimensionality Indices

Index Foundations Quality Purposeful | Empowering

WHSs 205 .007 .021 .080

ECV (subscale) .749 .871 .875 .890

Note. wn (total) =.943; w (total) =.967; ECV (general) = .850;, PUC =.769. whs =
omega-hierarchical-subscale, representing unique reliable variance in the group factor
after removing the general factor. ECV = explained common variance attributable to the
general factor for each subscale’s items.

The explained common variance (ECV) for the general factor was .850, indicating that
85% of the common variance across all 40 items was attributable to the general factor.
Per-scale ECVs ranged from .749 (Foundations) to .890 (Empowering), with three of
four scales exceeding .87. The percent of uncontaminated correlations (PUC) was .769,
indicating that approximately 77% of the inter-item correlations in the instrument involve
items from different scales and are therefore driven only by the general factor rather
than by a shared group factor. Rodriguez et al. (2016) demonstrated that PUC
contextualizes the interpretation of ECV: when PUC is high and ECV exceeds .80, as in
the present case, the general factor can be considered clearly dominant.

3.5.3.3 Conclusions and Recommendations for Score Reporting

Taken together, these results indicate that when all four scales are administered as a
complete instrument, the CEAS functions primarily as a measure of a single, coherent
Equitable Assessment construct. The four content domains are well-supported
theoretically and demonstrate acceptable internal consistency and acceptable model fit
when analyzed individually. At the full-instrument level, the four domains are tightly
interconnected through the general Equitable Assessment factor, meaning that the total
score captures the large majority of the reliable information in the instrument. This
finding reflects the strong conceptual coherence of the framework — the four domains
collectively define a unified construct of Equitable Assessment, with consistent
measurement quality across all 40 items. This pattern demonstrates that the domains
work together as an integrated whole, each contributing to a common underlying quality
of equitable assessment practice.

When all four scales are administered, the total Equitable Assessment score should be
treated as the primary psychometric score. It is highly reliable (w = .967) and
overwhelmingly reflects the general construct (wH = .943). Scale scores may be
reported alongside the total score as a descriptive and interpretive framework. For
example, to organize feedback across the four domains or to highlight content areas for
reflection and professional development. However, users should be cautioned that
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differences between a school's or district's scale scores should not be interpreted as
reflecting meaningfully distinct strengths or weaknesses, given the limited unique
reliable variance associated with each subscale (Reise, Bonifay, & Haviland, 2013). In
practical terms, the four domain scores will tend to rise and fall together because they
are primarily driven by the same underlying general factor.

An important distinction must be drawn, however, between the full-instrument and
partial-administration contexts. The bifactor results apply specifically to the situation in
which all four scales are administered together and a total score is available. When a
district elects to administer only one, two, or three of the four scales, the bifactor
findings are less relevant, because no total score is computed and the four scale scores
are not competing with a composite for interpretive priority. The individual-scale CFAs
reported in Section 3.4.2 confirm that each scale functions as a reliable, unidimensional
measure in its own right. In partial-administration contexts, each administered scale
score may be reported and interpreted independently. However, it should be noted that
multiple scale scores (less than 4) may still be seen as redundant. In other words the
extent to which scores from subsets of the four-factor solution are separable (whether 2
or 3 scales) is not clear.

3.6 Summary of Student Survey Psychometric Properties

The student survey demonstrated strong psychometric properties across all analyses.
ltem-level statistics showed appropriate distributions and discriminations, with only two
items requiring minor review. All four scales achieved good to excellent internal
consistency reliability (a = 0.83—0.88, ordinal a = 0.87—-0.90). Factor analyses provided
evidence of unidimensional structures within each scale, with good to excellent CFA fit
for Foundations and Empowering Assessment, and acceptable fit for Quality
Assessment and Purposeful Assessment. Individual-scale CFAs confirmed that each
scale functions as a reliable, unidimensional measure when used on its own. However,
Quality Assessment did show borderline statistics that should be explored in future
samples.

The higher-order and bifactor analyses revealed that all four constructs relate strongly
to an overarching Equitable Assessment factor, validating the theoretical framework.
Bifactor-derived indices indicated that the general factor accounts for the vast majority
of reliable variance in the instrument (wn = .943), with the four scales contributing
limited unique variance beyond the total score when all four scales are administered
together. This reflects the strong conceptual coherence of the instrument — the four
domains collectively define a unified construct of equitable assessment.

These findings support the following uses: (1) when a district administers fewer than all
four scales, each administered scale score may be reported and interpreted
independently as a reliable unidimensional measure; (2) when all four scales are
administered, a total Equitable Assessment score should serve as the primary metric for
formal comparisons across classrooms, schools, or districts, and for monitoring
progress over time; and (3) scale scores may be reported alongside the total score as a
descriptive framework for organizing feedback and guiding improvement efforts, with the
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understanding that the four domain scores are closely interrelated and tend to move
together.

3.7 Comparison of Student Survey by Grade Span

3.7.1 Overview and Rationale

The CEAS surveys are designed for students in grades 3-12, spanning elementary
through high school. Grade span analysis examines whether survey functioning and
student perceptions vary systematically across developmental levels. Understanding
grade-level differences serves three purposes: (1) ensuring items function equivalently
across ages (measurement invariance), (2) identifying whether perceptions of
assessment practices change as students progress through school, and (3) determining
whether separate norms or interpretation guidelines are needed for different grade
bands. Students were grouped into three grade spans reflecting typical school
configurations: Grades 3-5 (elementary), Grades 6-8 (middle school), and Grades 9-12
(high school). This grouping aligns with developmental transitions and school
organizational structures in participating districts.

3.7.2 Methods

3.7.2.1 Sample Composition by Grade Span

Sample sizes varied by grade span due to district participation patterns. Not all districts
administered all scales to all grade levels, creating unequal groups. Table 14 presents
sample sizes by scale and grade span.

Table 14

Sample Sizes by Scale and Grade Span
Foundations 165 2,144 1,372 3,681
Quality Assessment 578 2,480 1,717 4,775
Purposeful Assessment | 0 1,711 1,266 2,977
Empowering 412 2,072 1,656 4,140
Assessment

Note. GS = Grade Span. Purposeful Assessment was not administered to GS3-5
students. Foundations had limited GS3-5 administration.

The Purposeful Assessment scale was not administered to elementary students (GS3-
5), limiting comparisons to middle and high school. Foundations showed limited
elementary participation (N=165). Quality Assessment and Empowering Assessment
had substantial samples across all three grade spans, enabling comparisons.

3.7.2.2 Analytic Approach
The grade span analysis proceeded in three phases:
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+ Phase 1: Descriptive Analysis. To explore the data, we calculated means,
standard deviations, and medians for each scale by grade span. We examined
scale-level distributions using violin plots overlaid with boxplots to visualize central
tendency, spread, and shape and examined stacked bar charts to understand grade-
span differences at the item level.

* Phase 2: Mean Comparisons. One-way ANOVAs were used to test whether scale
and item scores differed significantly across grade spans. For scales showing
significant omnibus effects, we conducted Tukey HSD (Honestly Significant
Difference) post-hoc pairwise comparisons with Bonferroni correction to identify
which specific grade span pairs differed. We also calculated eta-squared (n?) effect
sizes to quantify practical significance.

* Phase 3: Measurement Invariance Testing. We conducted multi-group
confirmatory factor analysis to test for different levels of measurement invariance
across grade spans. This establishes whether items function equivalently across
developmental levels, validating mean comparisons. In these analyses we used
WLSMV estimation with polychoric correlations, evaluating invariance with ACFI <
0.010 and ARMSEA < 0.015 criteria (Chen, 2007).

3.7.2.3 Multiple Comparison Correction

Phase 2 of the grade span analysis involved a large number of hypothesis tests across
both the scale and item levels, and two complementary strategies were used to control
the family-wise Type | error rate at a = .05.

For the omnibus tests of grade-span differences (the one-way ANOVAs at the scale
level (4 tests) and item level (40 tests)) significance was evaluated against a
conservative Bonferroni threshold based on the total number of tests conducted in the
grade span analysis:

e Scale-level ANOVAs: 4 tests (one per scale)
e Scale-level pairwise comparisons: 10 tests

e Item-level ANOVAs: 40 tests (one per item)

o Item-level pairwise comparisons: 100 tests

The pairwise counts are 10 and 100 rather than 12 and 120 because Purposeful
Assessment was administered to only two grade spans (GS6-8 and GS9-12),
contributing one pairwise comparison per scale and per item rather than three. With 154
tests in total, the corrected threshold was a = 0.05 / 154 = .000325, and an omnibus
ANOVA was treated as statistically significant only when p <.000325. Because this
denominator also counts the post-hoc pairwise comparisons, it is a conservative
criterion for the omnibus tests.

Post-hoc pairwise comparisons among grade spans were conducted only within scales
(and items) showing a significant omnibus effect, using Tukey's Honestly Significant
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Difference (HSD) test. Tukey HSD controls the family-wise error rate across the set of
pairwise comparisons through the studentized range distribution (Tukey, 1949) and
yields simultaneous 95% confidence intervals for each mean difference; the adjusted
p-values reported as "p (adj)" are Tukey-adjusted.

3.7.3 Results: Descriptive Statistics

Table 15 presents descriptive statistics for each scale by grade span based on the
mean rating. A clear pattern emerged: younger students rated assessment practices
more favorably than older students across all four scales.?

Table 15
Scale Scores by Grade Span: Descriptive Statistics

GS3-5 GS3-5 GS6-8 GS6-8 GS9-12 GS9-12

M SD M SD M SD
Foundations 3.19 0.44 2.92 0.45 2.84 0.46
Quality 3.11 0.41 2.86 0.47 2.76 0.47
Assessment
Purposeful -- -- 2.79 0.49 2.78 0.48
Assessment
Empowering 2.96 0.48 273 0.55 2.63 0.54
Assessment

Note. Scale scores were computed as the mean rating across items on a scale,
therefore they range from 1.0 to 4.0. Purposeful Assessment was not administered to
GS3-5. M=mean, SD = standard deviation.

Elementary students (GS3-5) showed the highest means across all scales where data
were available, ranging from 2.96 (Empowering Assessment) to 3.19 (Foundations).
Middle school students (GS6-8) showed moderate scores (2.73-2.92), while high school
students (GS9-12) showed the lowest scores (2.63-2.84). The declining pattern was
consistent across all constructs.

Quality Assessment, Foundations, and Empowering Assessment showed a similar
declining trend from elementary to high school (AM = -0.33—0.35). Purposeful
Assessment showed not changed from middle to high school (AM =-0.01). Standard
deviations remained relatively stable (0.41-0.55) across grade spans, indicating similar
variability in perceptions at all levels.

2 Note that mean comparisons across grade-spans is supported because measurement invariance was
established later in Section 3.7.8.
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Figure 1 displays the distribution of scale scores by grade span using violin plots with
overlaid boxplots. The visualization confirms the subtle decline in means and shows that
distributions maintain similar shapes across grade spans.

Figure 1
Distribution of Scale Scores by Grade Span

Distribution of Scale-level Ratings by Grade Span
Violin plots with boxplots overlay; diamond = mean
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Note. Violin plots show full distribution shape; boxplots show median (line), quartiles
(box), and range (whiskers); diamonds indicate mean values.

3.7.4 Results: Mean Comparisons

One-way ANOVAs tested whether the observed mean differences across grade spans
were statistically significant. Table 16 presents ANOVA results.
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Table 16
ANOVA Results: Scale Scores by Grade Span

Scale 'F  df P n? Effect
Foundations 45.80 2, 3678 p <0.000325 | 0.024 | Small
Quality Assessment 127.20 2,4772 p <0.000325 | 0.051 | Small
Purposeful Assessment 0.68 1, 2975 408 0.000 | None
Empowering Assessment | 62.99 2,4137 p <0.000325 | 0.030 | Small

Note. Df = degrees of freedom. P = p-value. n? = eta-squared effect size. n?= 0.01 =
small, 2 0.06 = medium, = 0.14 = large (Cohen, 1988).

Three of four scales showed statistically significant grade span differences (all p <
0.000325). Quality Assessment showed the largest effect (F = 127.20, n> = 0.051),
followed by Empowering Assessment (F = 62.99, n? = 0.030) and Foundations (F =
45.80, n? = 0.024). All effect sizes were small (n? = 0.02-0.05); grade span accounted
for 2-5% of score variance.

Purposeful Assessment showed no significant grade span difference (F = 0.68, p =

.408), consistent with the minimal mean difference between middle and high school
(2.79 vs. 2.78). This scale appears developmentally stable, with students perceiving
purposeful assessment practices similarly regardless of age.

Table 17 presents post-hoc pairwise comparisons for scales showing significant
omnibus effects, identifying which specific grade span pairs differed.

Table 17
Post-Hoc Pairwise Comparisons (Tukey HSD)

Scale ' Comparison Mean Diff 95% ClI p (adj)  Sig
Foundations GS6-8 — GS3-5 -0.28 [-0.37,-0.19] | <.001 Yes
GS9-12 — GS3-5 -0.35 [-0.44, -0.26] | <.001 Yes
GS9-12 — GS6-8 -0.07 [-0.11, -0.03] | <.001 Yes
Quality GS6-8 — GS3-5 -0.25 [-0.30, -0.20] | <.001 Yes
Assessment
GS9-12 — GS3-5 -0.35 [-0.41,-0.30] | <.001 Yes
GS9-12 — GS6-8 -0.10 [-0.14, -0.07] | <.001 Yes
Empowering GS6-8 — GS3-5 -0.23 [-0.30, -0.17] | <.001 Yes
Assessment
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GS9-12 — GS38-5 -0.33 [-0.40, -0.26] | <.001 Yes
GS9-12 — GS6-8 -0.09 [-0.14, -0.05] | <.001 Yes

Note. Mean differences and 95% confidence intervals are from Tukey's Honestly
Significant Difference test; p (adj) values are adjusted for multiple comparisons using
the studentized range distribution. Each difference is the first-listed group minus the
second, so negative values indicate the first-listed group scored lower (e.g., GS6-8
scored lower than GS3-5). 95% CI = 95% confidence interval.

All pairwise comparisons for Foundations, Quality Assessment, and Empowering
Assessment were statistically significant (all p <.001). For each scale, elementary
students (GS3-5) scored significantly higher than both middle (GS6-8) and high school
(GS9-12) students, with differences ranging from -0.23 to -0.35 points. Additionally, high
school students scored significantly lower than middle school students on all three
scales, with smaller differences ranging from -0.07 to -0.10 points.

The consistent pattern suggests a progressive decline in perceptions of assessment
quality and equity as students advance through school. The steepest drops occur
between elementary and middle school, with more modest continued declines into high
school.

3.7.5 Results: Iltem-Level Response Patterns

Stacked bar charts displaying response distributions for each item by grade span reveal
specific patterns underlying the scale-level differences. Figures 2-5 present these
distributions for all four scales. Several notable patterns emerged:

Declining Strong Agreement: Across nearly all items, the percentage of students
selecting 'Strongly Agree' (darkest blue) decreases from elementary to high school. For
example, on Foundations Item 1 ('Every student expected to learn'), 38% of elementary
students strongly agreed compared to only 23% of high school students.

Increasing Disagreement: Conversely, disagreement rates (red/orange) increase with
grade level. On Empowering Assessment Item 35 (‘Teachers help me calm my nerves
before a big test.'), strong disagreement rose from 12% (GS3-5) to 22% (GS9-12).

Items with Stable Patterns: A few items showed relatively stable response
distributions across grade spans. Purposeful Assessment Item 24 ("Teachers use
assessments that encourage me to respond using my own life experiences.")
maintained 46% agreement across middle and high school, explaining why this scale
showed no significant grade span effect.

These item-level patterns suggests that grade span differences reflect genuine shifts in
student perceptions rather than artifact of specific problematic items. The declining
positivity is pervasive across most items within each scale.
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Figure 2
Stacked Bar Chart Showing Ratings Distribution by Grade Span, Foundations
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Figure 3
Stacked Bar Chart Showing Ratings Distribution by Grade Span, Quality Assessment

Quality Assessment - Response Distributions by Grade Span
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Figure 4
Stacked Bar Chart Showing Ratings Distribution by Grade Span, Purposeful Assessment

Purposeful Assessment - Response Distributions by Grade Span
Percentages shown for categories > 5%

ltem 21 Item 22 Item 23 Item 24 ltem 25

100

75

50

25

100 Item 26 Item 27 Item 28 Item 29 Item 30

Percentage

75

50

25

=
&

Grade Span

R'espor'ise . Strongly Disagree . Disagree . Agree . Strongly Agree

38



Figure 5
Stacked Bar Chart Showing Ratings Distribution by Grade Span, Empowering Assessment

Empowering Assessment - Response Distributions by Grade Span
Percentages shown for categories > 5%
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3.7.6 Results: Item-Level Mean Comparisons
While scale-level analyses reveal overall patterns, item-level analyses identify which
specific assessment practices show the largest differences.

3.7.5.1 Overall Results

Table 18 summarizes item-level ANOVA results by scale, showing the number of items
meeting statistical significance based on the Bonferroni correction and the range of
effect sizes.

Table 18
Summary of ltem-Level Grade Span Effects by Scale

Scale Items F Range % Significant
Tested
10

Foundations 8 5.57-57.09 80%
Quality Assessment 10 9 4.26 - 105.37 90%
Purposeful Assessment 10 2 0.03-2199 20%
Empowering 10 9 2.32-66.40 90%
Assessment

Total 40 28 0.03-105.37 70%

Note. *Significant = number of items whose one-way ANOVA omnibus test met the
Bonferroni-corrected threshold (p <.000325 = 0.05 / 154; see Section 3.7.2.3). F values
are from the one-way ANOVAS; F Range spans all 10 items tested in the scale.

Overall, 28 of 40 items (70%) showed statistically significant grade span effects after the
Bonferroni correction. Three scales showed strong consistency: Quality Assessment
(9/10 items), Empowering Assessment (9/10), and Foundations (8/10). This pattern
mirrors scale-level findings where these three constructs showed significant omnibus
effects (all p < 0.000325).

Purposeful Assessment showed markedly different results, with only 2 of 10 items
(20%) reaching significance. This aligns with the scale-level finding of no significant
grade span effect (F = 0.68, p = .408). The stability of this construct across grade spans
operates at both item and scale levels. The two significant Purposeful items were ltem
22 ('Teachers use assessments that require me to apply what I've learned in new ways',
F =15.06, p < 0.00001) and Item 25 ("Teachers allow students to work on projects that
require us to think deeply about social issues', F = 21.99, p < 0.00001). Importantly,
these ANOVAs are essentially comparing two means for middle and high school
students, leaving less opportunity to find significant mean differences at a rate observed
for the other scales.
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3.7.5.2 Items with Largest Grade Span Differences

Table 19 presents the 10 items showing the largest mean differences between
elementary (GS3-5) and high school (GS9-12) students. All of these items were
statistically significant with the Bonferroni correction.

Table 19

Items with Largest Elementary to High School Differences

GS3-5

GS9-12

Difference

35

37

15

18

13

Note.

Teachers give me choices
about how | am assessed to
show them what | have
learned.

Adults work hard to make sure
that all students are learning.

Teachers help me calm my
nerves before a big test.

Adults help all students learn,
not just the top students.

Teachers help me understand
the connection between my
emotions and my ability to
learn and show what | know
and can do.

Students who are struggling to
learn receive the support they
need to keep trying.

Teachers help me make sense
of my test results, especially
what | have learned or still
need to learn.

Teachers seek to understand
my thinking, not just whether |
have memorized facts.

Teachers give students
choices about how to show
what they have learned.

Test results accurately reflect
my understanding of the
content tested.

Quality
Assessment

Foundations
Empowering
Foundations

Empowering

Foundations

Quality
Assessment

Foundations
Quality
Assessment

Quality
Assessment

3.03

3.47

2.78

3.46

3.01

3.29

3.20

3.08

3.00

3.16

2.50

2.95

2.26

2.95

2.50

2.81

2.74

2.65

2.58

277

-0.53***

-0.52***

-0.52***

-0.51***

-0.51***

-0.48***

-0.46***

-0.43***

-0.42***

-0.39***

Item text abbreviated. Difference = GS9-12 mean minus GS3-5 mean. ***p <
0.000325 (Bonferroni-corrected across all 154 tests). All differences statistically
significant.

The largest gap emerged for Iltem 20 ("Teachers give me choices about how | am
assessed to show them what | have learned'), with a -0.53 point decline from



elementary to high school (p < 0.000001). This finding suggests that student choice in
assessment methods may be more prevalent or more salient in elementary grades, then
diminish as students progress through standardized secondary curricula.

Foundational support items dominated the top 10 differences. Items 2, 3, and 5—all
measuring perceptions that adults work hard to ensure all students learn and receive
needed support—showed declines of -0.48 to -0.52 points (all p < 0.000001). This
pattern suggests that either (1) secondary educators provide less differentiated support
than elementary teachers, (2) secondary students develop higher standards for what
constitutes adequate support, or (3) some combination of both. The consistency across
multiple Foundations items strengthens confidence that this represents a genuine
pattern rather than item-specific artifact.

Empowering Assessment items related to social-emotional support also showed large,
highly significant declines. Item 35 (‘Teachers help me calm my nerves before a big
test') dropped -0.52 points (p < 0.000001), and Item 37 ("Teachers help me understand
the connection between my emotions and my ability to learn') dropped -0.51 points (p <
0.000001). These findings suggest that explicit attention to students' emotional needs
around assessment may decrease in upper grades, potentially reflecting assumptions
that older students should self-regulate anxiety or that secondary structures provide less
time for such support.

3.7.5.3 Items Showing Stability Across Grade Spans

While 70% of items showed significant grade span differences, 12 items (30%)
remained stable, showing no significant differences. These stable items merit attention
as they represent practices perceived similarly regardless of age. Eight of these stable
items came from Purposeful Assessment (thus the comparison is between grade span
6-8 and 9-12 only). Specific stable items included:

e |tem 6 (Foundations): 'l am given time to catch up if | am behind' (F = 5.57, p =
.004 > aad))

e Item 8 (Foundations): 'l receive enough individual attention and support' (F = 6.73,
p =.001 > Oadj)

e Item 12 (Quality): 'Different assessment methods... are used to determine how
much | have learned' (F = 4.26, p = .014 > Qadj)

e |tem 21 (Purposeful): 'l apply my knowledge to help solve real-life problems' (F =
0.03, p =.970)

e Item 24 (Purposeful): 'Teachers use assessments that encourage me to respond
using my own life experiences' (F = 3.00, p =.050)

e |tem 26-30 (Purposeful): All remaining Purposeful items except 22 and 25

e |tem 32 (Empowering): 'Teachers let students review one another's work and offer
suggestions for improvement' (F = 2.32, p = .099)
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The stability of authentic, culturally-responsive, and collaborative assessment items
(particularly within Purposeful Assessment) suggests these practices resonate with
students across different grade levels, particularly in middle and high school students.
When teachers incorporate real-world applications, honor students' cultural knowledge,
and provide collaborative opportunities, students from different grade spans recognize
and value these approaches similarly. This robustness makes Purposeful Assessment
practices particularly promising targets for improvement efforts across grade levels.

3.7.7 Summary and Implications of Item-Level Findings

Item-level analyses with Bonferroni correction revealed specific assessment practices
showing the largest shifts. Despite the correction, 70% of items showed statistically
significant grade span effects. The largest declines (0.39-0.53 points from elementary to
high school) concentrated in four areas:

1. Student choice in assessment: Items about choosing how to demonstrate
learning (ltems 18, 20) suggests increasing standardization in upper grades.

2. Support for struggling learners: Multiple Foundations items about helping
all students succeed (Items 2, 3, 5, 9) showed large declines, indicating
potential gaps in differentiated support at secondary levels.

3. Social-emotional attention: Items about managing test anxiety and
understanding emotional factors in learning (Iltems 35, 37) declined
substantially, suggesting less explicit attention to affective dimensions of
assessment in upper grades.

4. Feedback quality: ltems about understanding test results and receiving
meaningful feedback (Items 13, 15) declined, potentially reflecting time
constraints or reduced emphasis on formative assessment in secondary
settings.

Conversely, 30% of items remained stable across grade spans. This suggests practices
involving authentic applications, cultural responsiveness, and collaboration may be
developmentally robust, valued equally by younger and older students.

These item-level findings provide actionable targets for improvement. Districts seeking
to address declining perceptions in upper grades might prioritize: (1) expanding student
choice in assessment methods even within standardized curricula, (2) strengthening
systems of support for struggling secondary learners, (3) incorporating explicit social-
emotional support around high-stakes assessments, and (4) ensuring secondary
teachers have time and training to provide meaningful feedback. The stability of
Purposeful Assessment items suggests these practices should be maintained and
potentially expanded as students mature, as they represent a rare area where
elementary and secondary students show similar positive perceptions.

3.7.8 Results: Measurement Invariance Across Grade Spans

While mean differences between grades are informative, they are interpretable only if
items function equivalently across grade spans. Measurement invariance was tested
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separately for each of the four scales. A single model containing all four scales cannot
be estimated across all three grade spans, because GS3-5 respondents had no data on
the Purposeful Assessment items and only sparse data on Foundations. Testing each
scale individually allowed every scale to be evaluated across the grade spans for which
adequate data were available — all three grade spans for Quality and Empowering
Assessment, and GS6-8 versus GS9-12 for Foundations and Purposeful Assessment.

Because the items are ordered-categorical, invariance was assessed using the
sequence appropriate to categorical indicators (rather than the intercept-based
sequence used with continuous data). Multi-group confirmatory factor analyses were
estimated with WLSMV under theta parameterization, and four nested levels were
compared: configural (the same factor pattern across groups), threshold (equal item
thresholds), threshold-and-loading (equal thresholds and loadings), and strict (equal
thresholds, loadings, and residual variances). For ordinal indicators, item location is
carried by the thresholds rather than by intercepts, so the threshold and threshold-and-
loading levels serve the role that scalar invariance serves with continuous data;
threshold-and-loading invariance is the level required to compare means across groups
(Muthén, 1984; Millsap & Yun-Tein, 2004; Wu & Estabrook, 2016; Svetina et al., 2020).
Theta parameterization frees the residual variances, which makes strict invariance a
genuine, testable level rather than one fixed by the model's identification — the key
difference from delta parameterization, under which residual invariance cannot be
separately evaluated. Each level was retained when CFIl decreased by no more than
.010 and RMSEA increased by no more than .015 relative to the preceding model
(Cheung & Rensvold, 2002; Chen, 2007).

All four scales achieved threshold-and-loading invariance — the level required for valid
mean comparisons — with changes in fit well within criteria at both the threshold and
threshold-and-loading steps (Table 20). Strict (residual) invariance was supported for
Quality Assessment (ACFI = —-.007) but not for Foundations (ACFI = —.010), Purposeful
Assessment (ACFIl = -.015), or Empowering Assessment (ACFI = —.013), indicating that
residual variances differ modestly across grade spans for these three scales. Residual
non-invariance of this kind is common and concerns the equality of measurement
precision rather than the comparability of means; the reported mean comparisons
therefore remain warranted (Putnick & Bornstein, 2016).

The configural baselines are the single-factor models examined in Section 3.4.2; for
Quality Assessment, the single-factor specification fits only approximately, so its
invariance results pertain to that simplified model rather than a more complicated
structure.
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Table 20

Measurement Invariance Results Across Grade Spans

Scale
(groups)

Foundations
(6-8, 9-12)

Quality
(3-5,6-8, 9—
12)

Purposeful
(6-8, 9-12)

Empowering
(3-5, 6-8, 9—
12)

Model

Configural

Threshold

Threshold +
Loading

Strict

Configural

Threshold

Threshold +
Loading

Strict
Configural

Threshold

Threshold +
Loading

Strict

Configural

Threshold

Threshold +
Loading

Strict

df

70

80

89

99

105

125

143

163

70

80

89

99

105

125

143

163

CFI

0.975

0.976

0.981

0.971

0.935

0.935

0.946

0.938

0.948

0.948

0.954

0.939

0.984

0.984

0.984

0.972

TLI

0.968

0.973

0.981

0.973

0.916

0.93

0.949

0.949

0.933

0.942

0.954

0.945

0.98

0.983

0.985

0.976

0.062

0.057

0.048

0.057

0.107

0.098

0.084

0.083

0.094

0.087

0.078

0.085

0.064

0.058

0.054

0.068

0.033

0.033

0.034

0.037

0.06

0.06

0.061

0.063

0.048

0.048

0.049

0.053

0.03

0.03

0.032

0.04

0.0008

0.0048

-.0101

0

0.011

—-.0074

0.0003

0.0059

-.0150

—.0001

0.0001

-.0127

RMSEA SRMR ACFlI | ARMSEA Retained

—-.0050

—-.0086

0.0083

—-.0089

—-.0145

—.0001

—-.0063

—.0094

0.0072

—.0052

—-.0040

0.0141

Note. WLSMV with theta parameterization; all indices are scaled. A values are relative
to the preceding, less constrained model. A level was retained when ACFl 2—-.010 and
ARMSEA < +.015 (Cheung & Rensvold, 2002, Chen, 2007). All models converged with
no improper estimates; no item categories required collapsing. n = 4,570 for

Foundations and Purposeful (GS6-8 = 2,654, GS9-12 = 1,916) and 5,166 for Quality

and Empowering (adding GS3-5 = 596).
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3.7.9 Discussion and Implications of Grade Span Analysis

The grade-span analysis was conducted at the subscale level, and its results are
relevant to both ways the survey is used. When all four scales are administered
together and a total Equitable Assessment score is the primary metric, the findings are
best read as evidence about that general construct: the four subscales largely reflect a
single general factor and carry little unique reliable variance (wxs = .007-.205; Section
3.5.3), so they are expected to move together and differences in their magnitude carry
limited weight. When a single scale is administered on its own — the focal-construct use
anticipated in the CEAS Theory of Action — that scale's grade-span results are
interpreted directly as evidence about the scale in question.

With this in mind, the grade span analysis yields several important findings with
implications for survey interpretation and use.

Finding 1: Perceptions of Equitable Assessment Decline Across Grades

Students' overall perception of equitable assessment declines as they progress through
school. Elementary students rated assessment practices most favorably, middle school
students moderately, and high school students least favorably. Among the scales
measured in elementary grades, the decline from elementary to high school was
essentially uniform — Foundations —0.35, Quality Assessment —0.35, and Empowering
Assessment —0.33 — and the effect sizes were small (n? = 0.02—-0.05). That the scales
decline by nearly the same amount is consistent with their sharing a strong general
factor (Section 3.5.3). When the full instrument is administered, the pattern is well
summarized as a single general decline; each scale also declines on its own, which is
the relevant result when a scale is used in isolation. The steepest portion occurred
between elementary and middle school, with smaller continued declines into high
school.

Several explanations warrant consideration. First, older students may develop more
critical perspectives and higher standards, recognizing subtle inequities or quality gaps
that younger students overlook. Second, assessment practices may genuinely change
in upper grades under increased pressure for standardization, coverage, and test
preparation. Third, the developmental match between assessment approaches and
student needs may worsen in upper grades if practices fail to evolve with students'
growing capacities. The data cannot adjudicate among these explanations, and all three
may contribute.

Finding 2: Measurement Equivalence Established

The invariance analyses establish that all four scales achieve threshold-and-loading
invariance — the level required to compare means across groups — for every grade-
span comparison included in the invariance analysis. Because invariance was tested
separately for each scale, this evidence supports comparing a scale's scores across
grade spans whether the scale is used within the full instrument or administered on its
own. The scope of that evidence differs by scale: Quality and Empowering Assessment
were evaluated across all three grade spans, whereas Foundations and Purposeful
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Assessment were evaluated only between middle and high school, because elementary
respondents lacked sufficient data on those scales.

One limitation follows directly. For Foundations, the elementary contrasts are the largest
(GS9-12 vs. GS3-5 = -0.35; GS6-8 vs. GS3-5 = -0.28), yet they rest on a small
elementary sample (N = 165) and fall outside the range in which Foundations invariance
was established. Those specific comparisons should therefore be treated as provisional,
pending a larger elementary Foundations sample; the middle-to-high-school
Foundations contrast, and all Quality and Empowering contrasts, are supported by the
invariance evidence.

Within these bounds, the equivalence evidence indicates that observed mean
differences reflect genuine differences in perception rather than differential item
functioning, and it supports administering the same items without modification across
the grades for which equivalence was established — grades 3—12 for Quality and
Empowering Assessment, and grades 6—12 for Foundations and Purposeful
Assessment. It also indicates that students across the tested grade spans interpret
these items similarly despite developmental differences in reading comprehension,
abstract reasoning, and self-awareness. Residual (strict) invariance, a more stringent
level relevant to comparing score variability rather than means, held only for Quality
Assessment; for the other three scales residual variances differ modestly across grade
spans, which does not affect the mean comparisons (Putnick & Bornstein, 2016).

Finding 3: Implications for Score Interpretation and Norms

The grade-span differences, though small, indicate that scores should be interpreted
with developmental context in mind. Elementary scores in the 3.0-3.2 range may reflect
a combination of age-appropriate optimism and genuinely more supportive practices at
that level, while high-school scores in the 2.6—2.8 range may reflect more critical
perspectives, greater awareness of inequities, or real changes in assessment practice.
Because the general construct registers at a lower level in upper grades, comparing
scores across grade spans without accounting for this shift would be misleading.

For progress monitoring, comparisons should be made within grade spans rather than
across them. A middle school working to improve its scores should track change within
its own GS6-8 results over time rather than benchmarking against elementary buildings.
Districts may also find it useful to establish grade-span-specific reference ranges rather
than applying uniform thresholds across all grades.

Interpreting the Subscale Results

How the subscale results should be interpreted depends on how the survey is
administered. When all four scales are given together, the decline is best understood as
a general-construct phenomenon: the subscales carry little unique reliable variance
beyond the general factor (Section 3.5.3), they declined by nearly identical amounts
where elementary data were available, and differences between their trajectories
therefore should not be read as a meaningful profile of distinct strengths and
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weaknesses. When a single scale is administered on its own, that scale's grade-span
behavior is the relevant finding and is interpreted directly as evidence about the scale.

In either case, one apparent exception requires caution. Purposeful Assessment
showed no significant grade-span difference, but this reflects restricted coverage rather
than developmental robustness: it was administered only in middle and high school, and
for every scale measured in elementary grades the largest drop occurred between
elementary and middle school (—0.23 to —0.28). The middle-to-high-school segment is
small for all scales (—0.01 to —0.10), so Purposeful's flat result reflects the grade range it
covered rather than a different developmental dynamic, and it should not be interpreted
as a uniquely stable dimension.

3.7.10 Summary

The grade-span analysis indicates that students' overall perception of equitable
assessment declines as they advance through school. Among the scales measured in
elementary grades, the decline from elementary to high school was essentially uniform
(approximately —0.33 to —0.35 points) with small effect sizes, and the steepest portion
occurred between elementary and middle school. When the full instrument is
administered, this is best understood as a general-construct decline rather than as
distinct subscale trends, consistent with the four subscales' shared general factor; when
a single scale is administered on its own, its grade-span result applies directly to that
scale. The apparent stability of Purposeful Assessment is attributable to its having been
measured only in middle and high school, not to a different developmental pattern.

These findings inform appropriate survey use. Districts should (1) interpret scores within
developmental context, recognizing that older students' more critical perspectives are
developmentally expected; (2) track progress within rather than across grade spans; (3)
investigate the sources of the decline — whether changing student standards, changing
practices, or developmental mismatch; and (4) expand elementary coverage in future
administrations so the full grade range can be evaluated on equal footing.

Measurement equivalence at the threshold-and-loading level supports comparing
means across the grade spans for which each scale was tested — grades 3—-12 for
Quality and Empowering Assessment, and grades 6—12 for Foundations and Purposeful
Assessment — with the elementary Foundations comparison treated as provisional
given its small sample.

3.7.11 Recommendations

1. Develop grade-span-specific norms and benchmarks. Rather than applying
uniform standards across all grades, create separate reference ranges for elementary,
middle, and high school to guide interpretation.

2. Monitor within-grade-span progress. \When tracking improvement over time,
compare a school's current scores to their own baseline within the same grade span
rather than to different grade levels.
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3. Investigate the sources of the decline. Use focus groups or interviews with
students across grade levels to understand why perceptions become less favorable in
upper grades, distinguishing genuine changes in practice from developing student
awareness.

4. Strengthen the elementary evidence base. Because Purposeful Assessment was
not administered in elementary grades and Foundations reached only a small
elementary sample, future administrations should expand elementary coverage so the
full grade range can be compared and the elementary Foundations result confirmed.

5. Attend to developmental appropriateness in upper grades. The general decline
suggests assessment practices may become less well-matched to students' needs as
they advance. ltem-level review can identify specific practices warranting attention —

such as support for struggling learners — while keeping interpretation anchored to the
overall construct rather than to individual subscales.
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4. Psychometric Analyses for Teacher Survey

4.1 Overview

This section presents comprehensive psychometric analyses of teacher survey
responses, paralleling the student analyses in Section 3. The teacher survey uses
identical constructs and parallel item wording, enabling direct comparisons while
accounting for the teacher perspective (third-person rather than first-person language).
All analyses employed the same methods as the student survey: polychoric correlations
for ordinal data, maximum likelihood EFA, WLSMV CFA, and both Cronbach's and
ordinal alpha for reliability.

Teacher samples were smaller than student samples (N = 239-340 depending on
construct), which affects statistical power for factor analyses. Smaller samples can
inflate fit indices like RMSEA while providing less stable parameter estimates. We
interpret results with attention to these sample size considerations, focusing on
converging evidence across multiple fit indices rather than any single metric.

4.2 Item Analyses
4.2.1 Methods

Teacher item analyses followed identical procedures as student analyses. For each
item, we calculated mean, standard deviation, response distribution, corrected item-rest
correlation, and alpha-if-item-deleted. Items were flagged if they showed floor/ceiling
effects (>80% in one category), very low discrimination (r < 0.30), or would substantially
improve reliability if deleted.

4.2.2 Results

Table 21 summarizes teacher item analysis results across the four scales. Teachers
generally rated assessment practices more favorably than students, with higher item
means across most scales.

Table 21

Item Analysis Summary by Scale (Teacher Survey)

Item Mean Item-Rest r (Min-
(Min-Max) Max)
Foundations 314 2.66 - 3.47 0.386 - 0.655 #1
Quality 340 2.43-3.34 0.482 - 0.680 -
Assessment
Purposeful 242 2.62-3.04 0.419 - 0.690 -
Assessment
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Empowering 272 2.28-3.21 0.435-0.639 --
Assessment

Teacher item means ranged from 2.28 to 3.47, generally higher than student means
(2.38-3.14). ltem-rest correlations ranged from 0.386 to 0.690, generally strong across
all scales. Only one item was identified for review: Item 1 on the Foundations scale
(“Teachers expect each student to learn what they are taught”) showed an item-rest
correlation of 0.386 with the highest mean (M = 3.39). As with the student version, this
reflects strong consensus among teachers, which limits the item from discrimination.
The item would not improve alpha if deleted. The recommendation was to retain the
item because it is likely that the high endorsement reflects genuine agreement on this
foundational principle from the teacher perspective.

Notably, Item 30 (which showed borderline properties on the student survey) performed

well on the teacher survey with an item-rest correlation of 0.660, well above threshold.
This suggests the Collaboration item functions differently for teachers versus students,
warranting the wording review recommended in Section 3.

4.3 Reliability Analyses
4.3.1 Methods

Teacher reliability analyses used identical methods as student analyses, computing
both Cronbach's alpha and ordinal alpha. The same 0.80 threshold for acceptable
reliability was applied.

4.3.2 Results
Table 22 presents reliability estimates for all four teacher scales. All scales exceeded

the 0.80 threshold, paralleling student results and supporting the survey's psychometric

adequacy for teachers.

Table 22
Internal Consistency Reliability Estimates (Teacher Survey)

Scale N Cronbach's  Ordinal a
a

Foundations 314 0.86 0.91

Quality Assessment 340 0.88 0.92

Purposeful Assessment 242 0.88 0.92

Empowering 272 0.86 0.90

Assessment
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Teacher reliability estimates were consistently high and remarkably consistent across
scales. Cronbach's alpha ranged from 0.86 to 0.88, while ordinal alpha ranged from
0.90 to 0.92. All scales achieved excellent reliability (=0.85), exceeding the threshold of
0.80.

4.4 Factor Structure Analyses

4.4.1 Exploratory Factor Analysis

4.4.1.1 Methods

Teacher EFA followed identical procedures as student analyses: maximum likelihood
estimation with polychoric correlations, extracting one factor per scale. The same fit
criteria were applied (TLI =0.90 acceptable, 20.95 excellent; RMSEA <0.08 acceptable,
<0.05 good). Before conducting the EFA per scale, a parallel analysis was performed
for each scale and the scree plot was analyzed; based on those results, one factor was
selected for extraction in all individual EFAs (Appendix D).

4.4.1.2 Results

Table 23 summarizes teacher EFA results. Teacher EFA results showed elevated
RMSEA values (0.170-0.268) and TLI values below the threshold. The RMSEA is
known to be inflated in smaller samples (MacCallum, Browne, & Sugawara, 1996),
therefore this result may reflect sample size effects. Additionally, teachers showed
strong within-subcomponent item correlations (e.g., Skilled Educator items 15-17
correlate highly), creating local dependencies that also increase RMSEA.

Despite the model fit indices, factor loadings were generally strong. All items loaded
20.49 (with most 20.50), and many showed excellent loadings 20.70.

Table 23

Exploratory Factor Analysis Results (Teacher Survey)

Scale N TLI RMSEA Loadings
Foundations 314 0.777 0.183 0.52-0.91

Quality 340 0.686 0.220 0.66-0.84
Assessment

Purposeful 242 0.585 0.268 0.49-0.86
Assessment

Empowering 272 0.761 0.170 0.54-0.83
Assessment
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4.4.2 Confirmatory Factor Analysis

4.4.2.1 Methods

Teacher CFAs specified identical models as the student analyses: four separate models
(one for each scale) with all 10 items per scale loading on a single latent factor, using
WLSMV estimation appropriate for ordinal response data (Flora & Curran, 2004). Model
fit was evaluated using the robust (scaled) CFI, TLI, RMSEA, and SRMR, with the same
interpretive thresholds applied as in the student analyses.

4.4.2.2 Results

Table 24 presents teacher CFA fit indices. All scales achieved acceptable to excellent
fit, at least based on the CFl and TLI. Specifically, all scales achieved excellent CFlI
(=0.964) and TLI (=0.953) values, well exceeding the 0.95 threshold for excellent fit.
RMSEA was elevated for Quality (0.146) and Purposeful (0.194) scales. With the small
sample sizes in this study (N = 242-340), RMSEA tends to be positively biased and
unstable (Kenny, Kaniskan, & McCoach, 2015), which likely contributes to the inflation
observed for these scales. In addition, the presence of item subcomponents within each
scale (e.g., Skilled Educators and Differentiated within Quality Assessment) may
produce localized residual correlations that inflate RMSEA without indicating a
fundamental failure of unidimensionality. The CFl and TLI values, which are less
sensitive to sample size, remain strong across all four scales and provide more
trustworthy indicators of fit in this context.

Overall, the CFA results provide compelling evidence that each teacher scale measures
a single underlying construct, supporting the calculation and reporting of individual scale
scores.

Table 24
Confirmatory Factor Analysis Fit Indices (Teacher Survey)

e o s soin

Foundations 0.990 0.988 0.073 0.064
Quality 340 0.968 0.959 0.146 0.103
Purposeful 242 0.964 0.953 0.194 0.115
Empowering 272 0.979 0.973 0.104 0.077

Higher-Order CFA 239 0.972 0.971 0.097 0.096

4.5 Higher-Order Factor Analysis

Teacher higher-order factor analysis examined whether the four constructs load onto a
single second-order Equitable Assessment factor, paralleling the student analysis. The
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model included 239 teachers with complete data across all 40 items. Results (Table 25)
indicated that CFI (.972) and TLI (.971) were excellent, while RMSEA (.097) exceeded
the conventional .08 threshold and SRMR (.096) was marginal. As with the scale-level
CFAs, the elevated RMSEA is consistent with the known positive bias of this index in
models with small sample sizes and many degrees of freedom (Kenny, Kaniskan, &
McCoach, 2015). The CFl and TLI values, which are less sensitive to sample size,
support the adequacy of the hierarchical structure.

Table 25
Teacher Higher-Order CFA Results
First-Order Factor Loading on Standard
Equitable Error
Assessment
Foundations for Learning 0.779 0.027
Quality Assessment 0.972 0.011
Purposeful Assessment 0.905 0.014
Empowering Assessment 0.901 0.020

Note. Model fit: CFl = 0.972, RMSEA = 0.097. All loadings p < .001.

Teacher second-order loadings (shown in Table 25) closely paralleled student results,
ranging from 0.779 to 0.972 (compared to student loadings of 0.876—0.983). Quality
Assessment showed the strongest loading (0.972), consistent with the student pattern.
As with the student survey, the uniformly high loadings indicate that the general
Equitable Assessment factor accounts for the maijority of reliable variance across the
four scales. The slightly lower Foundations loading (0.779 vs. student 0.876) may reflect
this construct's broader, more foundational nature relative to the three assessment-
specific domains.

A bifactor model was examined for the teacher survey but not retained. Two related
problems made it unsuitable. The model is highly complex relative to the teacher
sample: it estimates nearly as many quantities as there were respondents who
completed the full survey, so although it produced results, those results were unstable.
In addition, teachers' responses were largely driven by a single overarching factor,
which accounted for most of the variance the items shared and left little distinct variation
for the four domain-specific factors to capture; as a result, several of those specific
factors were weak and inconsistent rather than coherent subdimensions. The four
domains are therefore represented here by higher-order CFA model, which describe the
same content without imposing structure the teacher data could not reliably support.

The student analyses indicated that the four domains are dominated by a single general
dimension (as per the bifactor model), which is the basis for the recommendation to
treat the total score as primary and the subscales as descriptive. Two lines of evidence
indicate that the same conclusion holds for the teacher survey. First, the instrument
functions equivalently across the two groups: strict measurement invariance was
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established between students and teachers based on the first-order factor model
(Section 5). This means that the items relate to the underlying construct in the same
way for both. Second, the teacher higher-order solution itself reflects a strong general
dimension, with three of the four second-order loadings exceeding .90 and model-
implied first-order factor intercorrelations ranging from .704 to .878. Because the
measurement structure is equivalent across groups and the teacher solution
independently exhibits the same general-factor dominance found for students, the
score-reporting recommendation derived from the student analyses — total score as
primary, subscales as descriptive — applies to the teacher survey as well.

4.6 Summary of Teacher Survey Psychometric Properties

The teacher survey demonstrated strong psychometric properties paralleling student
results. All scales achieved excellent internal consistency reliability (a = 0.86-0.88,
ordinal a = 0.90-0.92), slightly exceeding student reliability. CFA provided clear
evidence of unidimensional structures (CFI = 0.964, TLI = 0.953) despite elevated
RMSEA likely due to smaller sample sizes. The higher-order factor analysis model
showed that teachers perceive assessment systems through the same integrated
structure as students.

These parallel findings validate using the teacher survey for its intended purposes:
measuring educator perceptions of assessment practices and monitoring changes in
practice as improvement efforts progress. The strong psychometric properties support
the survey as a reliable companion to the student survey.
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5. Analyses to Compare Student and Teacher Surveys

5.1 Overview

This section examines relationships between student and teacher survey responses.
The parallel survey design enables direct comparisons at multiple levels: overall score
patterns, item-level response distributions, scale-level psychometric properties, and
structural equivalence through measurement invariance testing. These comparisons
address two critical questions: (1) Do students and teachers perceive assessment
practices similarly? (2) Do they interpret survey items equivalently, enabling valid
between-group comparisons?

Measurement invariance testing is particularly important in answering these questions.
If surveys are not invariant across groups, observed mean differences could reflect
different interpretations of items rather than genuine perception differences.
Establishing invariance ensures that score comparisons reflect true construct
differences rather than measurement artifacts. We tested four levels of invariance.

Note that the student sample and teacher sample results presented in the item- and
scale-level comparisons are not perfectly aligned—there is no direct link between
student and teacher samples such that we cannot draw relationships between the
experiences of the students as reported on their survey and the opinions of the
teachers. It is possible that not all students had their teacher represented in the teacher
sample. In addition, the teacher is asked to provide ratings based on teachers at their
school, which may constitute a larger body of work than what is reflected in their
district’s student sample ratings. The reader should keep these caveats in mind when
interpreting the results below.

5.2 Score Comparisons

Table 26 presents mean scale scores for students and teachers across all four
constructs. Teachers rated practices more favorably than students across all four
constructs. The largest gap occurred for Foundations for Learning (+0.34 points), where
teachers perceive significantly more positive foundational conditions than students.
Quality Assessment (+0.08) and Purposeful Assessment (+0.03) showed smaller gaps,
suggesting closer alignment on these more specifically assessment-focused
dimensions. Empowering Assessment showed a moderate gap (+0.14).

These patterns suggest a perception disconnect particularly around foundational
conditions. Teachers may overestimate the extent to which all students experience high
expectations, adequate support, and quality instruction. This finding has important
implications for improvement efforts—districts should attend closely to student voices
when diagnosing foundation gaps, as teacher perceptions may underestimate
challenges students face.
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Table 26
Scale Score Comparisons: Students vs. Teachers

Student Student Teacher Teacher

M SD M SD
Foundations 2.90 0.72 3.24 0.59 +0.34
Quality Assessment 2.85 0.73 2.93 0.62 +0.08
Purposeful Assessment 2.79 0.78 2.82 0.63 +0.03
Empowering 2.71 0.80 2.85 0.62 +0.14
Assessment

Note. Scores on 1-4 scale. Positive differences indicate teachers rate practices more
favorably than students.

5.3 Comparison of Iltem-Level Results

Item-level comparisons reveal where student-teacher perception gaps are concentrated.
Table 27 presents the five items showing some of the largest mean differences from the
Foundations scale.

Table 27
Items with Large Student-Teacher Mean Differences

Student Teacher

Student Survey Item M M Difference Scale
4 When | feel like giving up, 2.74 3.38 +0.64 Foundations
someone will help me to
keep trying.
6 | am given time to catchup 2.79 3.36 +0.57 Foundations
if | am behind.
9 Teachers seek to 2.70 3.19 +0.49 Foundations

understand my thinking,
not just whether | have
memorized facts.

3 Adults help all students 3.04 3.47 +0.43 Foundations
learn, not just the top
students.

2 Adults work hard to make 3.07 3.43 +0.36 Foundations
sure that all students are
learning.

Note. All items from Foundations for Learning scale. Item content abbreviated.
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The largest gaps involve items about support for struggling students (ltem 4, +0.64
points), catch-up time (Item 6, +0.57 points), and understanding student thinking (Iltem
9, +0.49 points). These results suggest teachers may overestimate the support and
encouragement students perceive when facing academic difficulties. This perception
gap warrants attention during interpretation of Foundations scores—teacher ratings
alone may paint an overly optimistic picture.

Conversely, several items showed close agreement between students and teachers,
particularly on Quality Assessment (detailed in Appendix E). Items about assessment
alignment to learning (ltem 11), use of varied methods (ltem 12), and opportunities for
collaboration (Item 28) showed differences <0.10 points, suggesting shared
understanding of these specific practices.

5.4 Comparison of Scale-Level Properties

Beyond mean differences, we compared psychometric properties to assess whether
items function similarly for both groups. Table 28 summarizes key comparisons. Both
groups showed excellent reliability (all a = 0.83) and excellent CFA fit (all CFl = 0.964),
though specific values varied slightly. Teachers showed marginally higher reliability for
Quality and Purposeful scales, while students showed marginally higher reliability for
Empowering. CFA fit was consistently excellent for both groups.

Table 28
Scale-Level Property Comparisons

Teacher a | Student Teacher
CFl CFl

Foundations 0.84 0.86 0.980 0.990
Quality 0.84 0.88 0.935 0.968
Purposeful 0.83 0.88 0.948 0.964
Empowering 0.88 0.86 0.984 0.979

5.5 Multi-Group Measurement Invariance Modeling

5.5.1 Methods

Measurement invariance testing examined whether students and teachers interpret
survey items equivalently. Because the items are ordinal, models were estimated using
the WLSMV estimator with polychoric correlations and the theta parameterization. Each
item is modeled as a categorization of an underlying continuous latent response
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variable, with the observed categories defined by thresholds rather than by a single
intercept (Muthén, 1984; Millsap & Yun-Tein, 2004; Wu & Estabrook, 2016).

Invariance was evaluated as a nested sequence of four increasingly restrictive models
(Millsap & Yun-Tein, 2004; Wu & Estabrook, 2016)3:

1. Configural invariance. The same factor structure — the same number and
pattern of loadings and thresholds — is imposed in both groups, with all
parameters freely estimated. This model establishes that the construct is
organized identically across groups and serves as the baseline for the
constrained models that follow.

2. Threshold invariance. The item thresholds are constrained equal across
groups. Because the thresholds locate the category boundaries on the latent
response continuum, this is the ordinal counterpart of the location constraint that
intercept equality provides for continuous indicators.

3. Threshold-and-loading invariance. Factor loadings are additionally constrained
equal across groups. With both thresholds and loadings operating equivalently,
responses map onto the latent construct in the same way for both groups, so
inter-construct relationships and latent means can be compared without
measurement bias.

4. Strict (residual) invariance. Item residual variances are additionally constrained
equal across groups. Under the default delta parameterization the residual
variances of the latent response variables are fixed for identification and so
cannot be tested separately; the theta parameterization frees them, making strict
invariance an estimable level (Wu & Estabrook, 2016). If supported, observed
composite scores — not only latent means — are comparable across groups.

A complication in ordinal multi-group estimation arises when a response category is
used in one group but not the other: the item's thresholds then differ across groups in a
way the model cannot estimate, effectively treating the item as two different scales. This
occurred for nine items, for which no teacher selected the lowest category, Strongly
Disagree: items 3, 4, 7, 10, 16, 17, 22, 31, and 34. In the primary analysis, we collapsed
Strongly Disagree and Disagree into a single category for these nine items only,
preserving the original four-category structure for all other items. As a sensitivity
analysis, we re-estimated the models collapsing the lowest two categories uniformly
across all items; the results were substantively unchanged.

3 The usual tests for invariance, including the metric — scalar sequence, does not work here because
there are no item intercepts for scalar invariance to constrain — the category boundaries carried by the
thresholds take their place — and because the thresholds also fix the scale of the latent response
variables, the loadings cannot be assessed while the thresholds are left free across groups, as a metric
step would require. The thresholds are therefore constrained before the loadings rather than after (Millsap
& Yun-Tein, 2004).
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Note that since the models were estimated with WLSMV, robust corrections to the
model fit indices (Savalei, 2018) are preferable but were not estimable for the second-
order model. For this reason, scaled indices were applied uniformly across all models to
keep a common criterion. Invariance decisions were made using ACFI <.010 and
ARMSEA < .015 (Chen, 2007). These change-based thresholds are approximate for
ordered-categorical data (Xia & Yang, 2019).

Invariance was assessed at two levels: within each scale individually (four separate
sequences) and for the higher-order model that includes all four scales simultaneously,
the latter providing the more comprehensive test of structural equivalence.

5.5.2 Results

Table 29 summarizes measurement invariance results for all four scales. All scales
achieved strict invariance.

Table 29
Measurement Invariance Summary Across Scales

HELE Configural Threshold Thresh_old *
Loading

Foundations Vv v v N4
Quality v v v v
Assessment
Purposeful v v v v
Assessment
Empowering V4 V4 v v
Assessment

Note. v indicates level achieved.

Table 30 presents detailed fit statistics for one representative scale (Foundations),
tracing the progression through the four invariance levels. Constraining thresholds equal
across groups (threshold invariance) changed fit negligibly (ACFI = -0.0002, ARMSEA
= -0.002); adding equal loadings (threshold-and-loading invariance) improved it (ACFI =
+0.003, ARMSEA = -0.007); and adding equal residual variances (strict invariance)
produced the largest change (ACFI = -0.008, ARMSEA = +0.008), still within the
retention criteria of a CFl decrease no greater than 0.010 and an RMSEA increase no
greater than 0.015 (Cheung & Rensvold, 2002; Chen, 2007). The same pattern held
across the other three scales, with all change statistics meeting the criteria through the
strict level, supporting measurement equivalence.
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Table 30

Detailed Invariance Results: Foundations Scale

Model

Configural
Threshold

Threshold +
Loadings

Strict

X2

496.68
509.01

449.64
653.19

df CFI

70 0.982
76 0.981
85 0.984
95 0.976

RMSEA  ACFI
0.055 --
0.053 -0.0002

0.046 +0.003

0.054 -0.008

ARMSEA

-0.002
-0.007

+0.008

Note. x? values are scaled (WLSMV). ACFl and ARMSEA compare each model with the
preceding, less restrictive model; positive ACFI and negative ARMSEA indicate
improved fit. Invariance is retained when CF| decreases by no more than 0.010 and
RMSEA increases by no more than 0.015 (Cheung & Rensvold, 2002; Chen, 2007). All
four models meet these criteria.

Table 31

Higher-Order Model Invariance Results

Model

Configural
Threshold
Threshold + Loadings

Strict

N (SIT) CFI

2921/239  0.954
2921/239  0.954
2921/239  0.956
2921/239  0.959

RMSEA ACFI

0.045 --
0.045 0.000
0.043 +0.001
0.041 +0.004

0.000
-0.002
-0.002

Note. S = Students; T = Teachers. CFl and RMSEA are scaled (WLSMV). The higher-
order model comprises all 40 items loading on four first-order factors, which load on a
single second-order factor. ACFI compares each model with the preceding, less
restrictive model; a positive ACFI indicates improved fit. Invariance is achieved when
CFI decreases by no more than 0.010 and RMSEA increases by no more than 0.015
(Cheung & Rensvold, 2002; Chen, 2007). All models meet these criteria.

The higher-order model achieved strict invariance (Table 31) indicating structural
equivalence at the broadest level. Not only do the individual scales function equivalently
across groups; the entire hierarchical structure (40 items loading on four first-order
factors, which in turn load on a single second-order factor) operates equivalently for
students and teachers. Combined with the bifactor findings from the student analysis
(Section 3), in which the general Equitable Assessment factor accounted for the vast
majority of reliable variance, this result carries a clear practical implication: because
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strict invariance includes equality of residual variances, the total Equitable Assessment
score can be compared between students and teachers with confidence that observed
differences reflect genuine differences in perception rather than measurement artifacts.

These invariance results support the following uses: (1) total Equitable Assessment
scores can be compared across students and teachers, with differences reflecting
genuine perception differences rather than measurement bias; (2) individual scale
scores, when a scale is administered on its own, can likewise be compared across
groups, since each scale functioned equivalently at the measurement level; and (3) the
surveys can serve as parallel instruments for the two populations. Consistent with the
bifactor findings in Section 3, however, between-group comparisons should emphasize
total scores over subscale profiles, given the limited unique reliable variance each
subscale carries when all four are administered together.

5.6 Summary of Student-Teacher Comparisons

Comprehensive comparisons revealed systematic perception differences alongside
structural equivalence. Teachers rate assessment practices more favorably than
students, with the largest gaps on Foundations items about support for struggling
learners. Measurement invariance held at every level through strict, confirming that both
groups interpret the items equivalently — so the observed differences reflect genuine
perception differences rather than measurement artifacts, a critical distinction for
interpretation.

Given that the student survey-based bifactor analysis demonstrated that the general
Equitable Assessment factor accounts for the vast majority of reliable variance across
the four scales, cross-group comparisons should primarily emphasize total Equitable
Assessment scores rather than differences in subscale profiles. The total score provides
the most reliable and informative basis for quantifying the gap between student and
teacher perceptions. When individual scales are administered independently — an
option built into the CEAS survey's Theory of Action that some districts may elect —
those scale scores can also be compared across groups, since each scale achieved
strict invariance in its own right.

These findings suggest districts should carefully consider both student and teacher
voices when evaluating assessment system quality. Teacher responses alone may
present a more favorable picture than what students experience, particularly around
foundational supports. The parallel surveys' measurement equivalence enables districts
to quantify these perception gaps using total scores and to track whether they narrow as
improvement efforts progress.
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6. Validity Evidence

Validity refers to the degree to which evidence and theory support interpretations of
scores for proposed uses (AERA, APA, & NCME, 2014). For the CEAS surveys, validity
centers on whether scale scores accurately reflect assessment system quality and
whether score-based decisions appropriately inform improvement efforts. Contemporary
validation frameworks recognize five sources of validity evidence: content, response
processes, internal structure, relations to other variables, and consequences of use.
This section summarizes current evidence from the pilot study and proposes future
validation studies.

6.1 Content Evidence

Current Evidence:

Content evidence addresses whether survey items represent the construct domain and
align with the intended construct definition. The CEAS items were developed through an
iterative process involving literature review and a review conducted by internal MAC
expert consultants. The four-construct framework draws on established assessment
literature (Stiggins & Chappuis, 2012), culturally responsive pedagogy (Ladson-Billings,
1995), and social-emotional learning research (Durlak et al., 2011).

Each construct encompasses 2-3 subcomponents reflecting specific assessment
practices, with 10 items per construct providing balanced coverage. Expert reviewers
from MAC member districts confirmed items align with the theoretical framework and
represent authentic assessment practices.

Proposed Future Studies:

Study 6.1a: Conduct systematic content analysis, mapping items to specific
assessment standards (e.g., JCSEE Program Evaluation Standards, Classroom
Assessment Standards). Document alignment strength and identify any gaps in
construct coverage.

Study 6.1b: Reconvene expert panel to independently sort items into
constructs/subcomponents. Calculate inter-rater agreement (Cohen's kappa) to quantify
structural alignment with intended framework.

6.2 Response Processes Evidence

Current Evidence:

Response process evidence examines whether respondents engage with items as
intended. High completion rates suggest items are clear and reasonable in length.
There was some evidence suggesting straight-lining and careless responding patterns,
however, given the nature of the survey this might reflect actual thoughtful engagement.
Parallel factor structures across students and teachers, despite age and experience
differences, suggest both groups interpret constructs similarly.
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Proposed Future Studies:

Study 6.2a: Conduct cognitive interviews with 15-20 students and 15-20 teachers while
completing surveys. Use think-aloud protocol to identify comprehension difficulties,
ambiguous items, or unexpected interpretations. Focus on flagged items (Iltems 1, 30)
and items showing large student-teacher gaps.

Study 6.2b: Administer surveys with embedded attention checks and response time
monitoring. Identify optimal administration time and any items requiring disproportionate
processing time. Analyze attention check pass rates and their relationship to data
quality indicators.

Study 6.2c: Conduct focus groups with students and teachers after survey completion.
Explore how respondents interpreted 'assessment' (tests only vs. broader conception),
whether they considered all classrooms or specific contexts, and how they made
judgments when experiences vary across classes.

6.3 Internal Structure Evidence

Current Evidence:

Internal structure evidence examines whether relationships among items and scales
align with the hypothesized construct structure. This validation study provides extensive
internal structure evidence at multiple levels of analysis.

At the scale level, all four scales demonstrated unidimensional structures under
WLSMV estimation with robust fit indices (CFl = .935 for students, = .964 for teachers),
supporting the calculation and reporting of individual scale scores. Strong internal
consistency reliability (all a = 0.83, ordinal a = 0.87) indicates items within scales
measure common constructs.

At the full-instrument level, higher-order factor analyses confirmed that the four first-
order constructs load strongly onto a second-order Equitable Assessment factor (0.876—
0.983 for students, 0.779-0.972 for teachers), validating the theoretical framework. A
bifactor analysis conducted on the student sample (N = 2,921) further revealed that the
general Equitable Assessment factor accounts for 94.3% of the reliable composite
variance (wH = .943), with individual subscales contributing minimal unique reliable
variance beyond the total score (whs = .007-.205). The explained common variance for
the general factor was .850, meeting the criteria identified by Rodriguez et al. (2016) for
a substantially unidimensional instrument. These findings indicate that when all four
scales are administered together, the total Equitable Assessment score should serve as
the primary psychometric score, with subscale scores used as a descriptive framework
for organizing feedback rather than as independent measures of distinct constructs.
When districts elect to administer fewer than all four scales, each scale functions as a
reliable standalone measure and may be reported independently.

Measurement invariance across students and teachers establishes measurement
equivalence: both groups interpret the items in the same way, and a given observed
score corresponds to the same level of the underlying construct in each group. This
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allows the observed student—teacher differences to be interpreted as genuine
differences in perception rather than measurement artifacts. Invariance held at both the
individual scale level and the full higher-order model level — that is, a model in which a
single higher-order factor lies above the four first-order factors. The higher-order
specification was used here because, although the bifactor model was preferred in the
overall analysis of the full student survey, it could not be estimated for the teacher
sample given its size.

Proposed Future Studies:

Study 6.3a: Test measurement invariance across demographic subgroups (by
race/ethnicity, socioeconomic status, language status, disability status), and school
contexts (urban/suburban/rural). Document where invariance holds and where
adaptation may be needed.

Study 6.3b: Examine longitudinal measurement invariance by administering surveys at
baseline, 6 months, and 12 months. Test whether factor structures remain stable as
schools implement improvements and respondents gain familiarity with the instrument.

Study 6.3c: Perform additional scale validation work in larger samples. First, investigate
whether subcomponents within scales, specifically on Quality Assessment (e.g., Skilled
Educators and Differentiated within Quality Assessment) account for localized misfit
observed in the scale-level CFAs. Replicate the bifactor analysis with a different student
sample to determine whether the results hold up in another group of students. Also
replicate the bifactor analysis with a larger teacher sample (N > 400) to determine
whether the general-factor dominance observed in the student data extends to teacher
respondents, or whether the teacher survey exhibits greater subscale differentiation.

6.4 Relations to Other Variables Evidence

Current Evidence:

Relations to other variables evidence examines whether survey scores correlate with
theoretically related external criteria. The pilot study did not collect external criterion
measures, so this evidence source currently lacks empirical support. However, the
strong student-teacher correlation patterns (documented in Section 5) provide
preliminary convergent evidence—both groups' perceptions align at the construct level
despite mean differences, suggesting scores reflect genuine assessment quality signals
rather than random noise.

Proposed Future Studies:

Study 6.4a: Collect assessment artifacts (tests, quizzes, rubrics, projects) from
classrooms varying in survey scores. Code artifacts for quality indicators (alignment to
standards, cognitive demand, fairness, feedback quality, differentiation). Hypothesize:
Higher Quality Assessment scores correlate with higher artifact quality ratings.

Study 6.4b: Conduct structured observations of assessment practices using validated
protocols (e.g., Classroom Assessment Scoring System dimensions). Hypothesize:
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Observation ratings correlate positively with corresponding survey scale scores, with
strongest correlations for Quality and Empowering Assessment scales.

Study 6.4c: Examine relationships between survey scores and student outcome
measures including state assessment results, course grades, growth mindset scales,
academic self-efficacy, and school engagement. Hypothesize: All four constructs show
positive associations with academic outcomes, with particularly strong relationships for
Foundations and Empowering Assessment.

Study 6.4d: Administer additional surveys measuring related constructs (classroom
climate, teacher-student relationships, instructional quality, equity perceptions). Test
discriminant validity by demonstrating CEAS constructs show stronger relationships with
assessment-specific criteria than with general classroom quality measures.

Study 6.4e: Investigate relationships between survey scores and district assessment
policies/resources. Hypothesize: Districts with more comprehensive assessment
professional development, assessment coordinators, and balanced assessment policies
show higher scores, particularly on Quality and Purposeful scales.

6.5 Consequences of Use Evidence

Current Evidence:

Evidence for consequences of use examines intended and unintended effects of score
use. Since the pilot study focused on psychometric evaluation rather than consequential
use, formal consequences evidence is not yet available. However, it may be possible to
collect feedback from districts participating in the pilot study to understand the impacts
of the survey, after they have received their district-level results.

Proposed Future Studies:

Study 6.5a: Conduct case studies of 4-6 districts using surveys for improvement.
Document the decision-making process: Which constructs were prioritized? What
changes were implemented? Track whether improvements occurred on targeted
constructs in subsequent administrations. Interview leaders about how survey data
influenced decisions.

Study 6.5b: Survey district leaders and teachers about survey use and perceived value.
Investigate: Do results lead to productive discussions? Are results used as intended
(diagnostic/formative) or misused (evaluative/punitive)? Do results increase attention to
assessment equity?

Study 6.5c: Monitor for unintended negative consequences including survey fatigue,
teaching to survey items, labeling schools/teachers based on scores, or superficial
responses without genuine improvement efforts. Develop guidelines to prevent misuse.

Study 6.5d: Examine differential consequences across contexts. Compare
implementation fidelity, data use quality, and improvement outcomes across high/low-
resourced districts, various demographic contexts, and different leadership structures.
Ensure survey supports districts rather than exacerbating inequities.
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6.6 Validity Evidence Summary and Priorities

The pilot study provides strong internal structure evidence and emerging content and
response process evidence. Future work should prioritize relations to other variables
evidence (particularly Studies 6.4a-c examining connections to assessment artifacts,
observations, and student outcomes) and consequences evidence (Studies 6.5a-b
documenting implementation and use patterns). These studies would substantially
strengthen the validity argument by demonstrating scores predict theoretically-related
criteria and inform productive improvement efforts.

Additionally, investigating invariance across demographic subgroups (Study 6.3a)

should be prioritized to ensure equitable measurement across all intended populations.

The comprehensive validation program outlined above would position the CEAS
surveys as exemplary instruments with rigorous validity evidence across all five
sources.
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7. Overall Conclusions and Recommendations

7.1 Summary of Psychometric Evidence

This comprehensive validation study establishes the CEAS student and teacher surveys
as psychometrically sound instruments for measuring perceptions of assessment
system quality. The pilot study involving 5,166 students and 361 teachers from four
Michigan districts provided robust evidence across multiple dimensions:

Strong Reliability: All eight scale-group combinations (four scales x two respondent
groups) exceeded the 0.80 reliability threshold. Student reliability ranged from a = 0.83
to 0.88 (ordinal a = 0.87-0.90). Teacher reliability ranged from a = 0.86 to 0.88 (ordinal
a = 0.90-0.92).

Unidimensional Factor Structures: Confirmatory factor analyses confirmed each 10-
item scale measures a single underlying construct. Student CFI values ranged from
.935 to .984, with RMSEA values from .056 to .105. Teacher CFl values ranged from
.964 to .990, with elevated RMSEA (.073-.194) reflecting smaller sample sizes but
strong CFI/TLI supporting unidimensionality. Each scale functions as a reliable
standalone measure when administered independently.

Integrated Theoretical Structure: Higher-order factor analyses demonstrated that all
four constructs load strongly onto a single Equitable Assessment factor (student
loadings: 0.876—-0.983; teacher loadings: 0.779-0.972), validating MAC's theory that
these four dimensions represent integrated components of a coherent system.

General Factor Dominance: Bifactor analysis of the student sample revealed that the
general Equitable Assessment factor accounts for 94.3% of the reliable composite
variance (wH = .943), with individual subscales contributing limited unique reliable
variance (wwxs = .007-.205). This indicates that when all four scales are administered
together, the total score captures the large majority of the reliable information in the
instrument and should serve as the primary psychometric score. Subscale scores
remain useful as a descriptive framework for organizing feedback but should not be
interpreted as reflecting meaningfully distinct constructs.

Measurement Equivalence: Measurement invariance was established across students
and teachers for all four scales individually and for the higher-order model. This
confirms both groups interpret items equivalently, enabling valid mean comparisons and
ensuring observed differences reflect genuine perception gaps rather than
measurement artifacts.

Systematic Perception Differences: Teachers rated practices more favorably than
students across all constructs, with the largest gap on Foundations (+0.34 points).
These differences highlight the importance of gathering both student and teacher
perspectives, as educator perceptions alone may underestimate challenges students
experience.
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The convergence of evidence across multiple analytic approaches — item analysis,
reliability estimation, exploratory and confirmatory factor analyses, higher-order
modeling, bifactor analysis, and measurement invariance testing — provides compelling
support for the surveys' technical quality. Both surveys demonstrate measurement
properties necessary to serve their intended diagnostic and progress-monitoring
purposes.

7.2 Scoring Recommendations

Based on the psychometric evidence, we recommend the following scoring approaches:

1.

When all four scales are administered, compute a total Equitable
Assessment score as the primary metric. Average all 40 items to produce a
total score ranging from 1.0 to 4.0. The bifactor analysis demonstrated that this
total score is highly reliable (w = .967) and captures the vast majority of reliable
variance in the instrument (wH = .943). This score should be the primary basis
for formal comparisons across classrooms, schools, or districts, and for
monitoring progress over time.

Report subscale scores alongside the total as a descriptive framework.
Scale scores for each of the four constructs (computed as the mean of the 10
items) may be reported to organize feedback and highlight content areas for
reflection and professional development. However, users should understand that
the four domain scores are closely interrelated and will tend to rise and fall
together. Differences between a school's or district's subscale scores should not
be over-interpreted as indicating meaningfully distinct strengths or weaknesses.

When fewer than all four scales are administered, report each scale score
independently. The individual-scale CFAs confirm that each scale functions as a
reliable, unidimensional measure on its own. In partial-administration contexts,
there is no total score and the bifactor findings do not apply. Each administered
scale score may be reported and interpreted with confidence.

Report aggregate statistics only. Calculate and report means, standard
deviations, and percentile distributions at the classroom, grade, school, or district
level. Never report or interpret individual student or teacher scores. The surveys
are designed for aggregate diagnosis, not individual evaluation.

Present student and teacher results side-by-side. Given the systematic
perception differences and established measurement invariance, display both
student and teacher means for each scale and for the total score. Use the gap
between means as a discussion prompt — larger gaps may indicate areas where
educator understanding of student experiences is most limited. Note that
students report on their specific teachers while teachers report on teachers at
their school, which could introduce some misalignment.
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6. Use item-level results for deep dives. While scale and total scores provide the
primary metrics, examining item-level means can identify specific practices
needing attention. For example, if a school scores low on Foundations, reviewing
individual item means reveals whether gaps concentrate in high expectations,
opportunity to learn, or instructional quality components.

7. Establish local benchmarks. Rather than absolute cutoffs, interpret scores
relative to baseline and progress over time. Districts should set aspirational
targets based on their starting points and improvement priorities.

Importantly, the CEAS Theory of Action envisions that districts will use survey results to
identify a focal construct for improvement, then administer the survey for that construct
periodically to monitor progress. This intended use pattern aligns well with the
psychometric evidence. The initial administration of all four scales provides a
comprehensive baseline from which districts and MAC can collaboratively identify
priority areas. Once a construct is selected for focused improvement, that scale is
administered independently — a context in which it functions as a reliable,
unidimensional measure with strong psychometric properties. The bifactor findings
(regarding the dominance of the general factor) are relevant primarily to the initial
diagnostic phase, where they indicate that the total Equitable Assessment score
provides the most reliable overall summary, while the four domain scores offer a
descriptive framework for identifying an area of focus.

7.3 Future Validation Priorities

To build a comprehensive validity argument, we recommend prioritizing the following
validation activities:

Priority 1 (Critical): Establish relationships with external criteria by collecting
assessment artifacts and conducting structured observations (Studies 6.4a-b). These
studies would provide crucial evidence that survey scores predict tangible assessment
quality indicators.

Priority 2 (Critical): Document survey use and consequences through implementation
case studies (Studies 6.5a-b). Understanding how districts interpret and act on results is
essential to ensuring appropriate use and identifying needed supports.

Priority 3 (Important): Test measurement invariance across demographic subgroups
(Study 6.3a). Ensuring equitable measurement is fundamental to the equity focus of the
framework.

Priority 4 (Important): Conduct cognitive interviews to investigate response processes,
particularly for flagged items and items showing large student-teacher gaps (Study
6.2a).

Priority 5 (Desirable): Examine relationships between survey scores and student
outcomes (Study 6.4c). While desirable for strengthening the validity argument, this is
lower priority given the surveys' formative rather than summative purpose.
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7.4 Conclusion

The CEAS student and teacher surveys provide the Michigan Assessment Consortium
and participating districts with psychometrically sound tools for diagnosing assessment
system quality and monitoring improvement efforts. The pilot validation study
establishes strong measurement properties: reliable scales with clear factor structures,
a validated hierarchical framework aligning with theory, demonstrated measurement
equivalence enabling valid student-teacher comparisons, and a thorough understanding
of the instrument's dimensionality through bifactor analysis.

The bifactor findings reveal an instrument with strong conceptual coherence — the four
domains work together as an integrated whole, collectively defining a unified construct
of equitable assessment. This has practical implications: total scores should anchor
formal comparisons and progress monitoring, while subscale scores serve as a valuable
descriptive lens for organizing feedback. When districts administer fewer than all four
scales, each scale stands on its own as a reliable measure.

These surveys fill a critical gap in the assessment field. While many instruments
measure instructional quality or classroom climate broadly, few focus specifically on
assessment practices from both student and educator perspectives. The CEAS surveys'
grounding in equity principles, attention to 21st century learning needs, and integration
of four complementary dimensions offer a comprehensive yet actionable framework for
improvement.

As implementation expands, continued attention to validation — particularly establishing
relationships with concrete practice indicators and documenting consequential use —
will strengthen confidence in score interpretations and uses. The proposed validation
studies provide a roadmap for building a comprehensive validity argument that positions
the CEAS surveys as exemplary instruments grounded in both solid psychometric
foundations and meaningful impact.

With this technical foundation established, the surveys are ready to support district
improvement efforts. We look forward to seeing how districts use these tools to build
more equitable assessment systems that honor student learning, celebrate diverse
strengths, and truly serve all learners.
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